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For reasons related to scalability, reliability, performance, and security, HTTP servers alone on 
the front-end will not suffice for most corporate applications. Many Web sites receive far too 
much traffic for a single Web server to handle. In addition, having a single Web server for each 
Web site or application(s) is not a practical idea in terms of risk -- it represents a single point of 
failure. When this server goes down or becomes overloaded, the entire site and all hosted applica-
tions are affected. An array of identical Web servers sounds like a good solution to these prob-
lems, but then we must have some way of distributing Web requests to these servers.  

Included with WebSphere® Application Server V5 Network Deployment are two software prod-
ucts bundled under the name Edge Components. These two components are the Load Balancer 
and Caching Proxy. In addition to their primary functions, these components also provide features 
such as content-based routing.  
 

We will begin by describing in general what is meant by the “edge” of the network and “edge” 
devices, and then describe the specific features, usage, and functionality of the Edge Components. 
This is a large and complex topic, and so we will only cover the essential information in the space 
allowed. For further information, review the Edge Components Information Center for Web-
Sphere Application Server ND Version 5.1. The 5.1 Information Center in particular has a greatly 
expanded and clarified discussion on the Edge Components over Version 5.0 and other prior ver-
sion documentation. 

EDGE TOPOLOGY 
Let us begin by reviewing basic network topology and components. A basic topology, as shown in 
Figure 1, consists of the following (we have left out devices such as routers and switches, since 
they are not relevant to our discussion).  

Firewalls: There are normally two firewalls: an Internet-facing firewall, sometimes referred to as 
the domain firewall, and a rear firewall, referred to as the protocol firewall. The former generally 
only permits HTTP traffic on ports 80 and 443 (SSL) to come into the DMZ, and the latter ideally 
only permits traffic coming from the WebSphere Application Server HTTP plug-in (or other des-
ignated devices in the DMZ) on known ports/protocols to flow through to the back end “secure” 
zone. 

DMZ: The area between the domain and protocol firewalls is referred to as the “demilitarized 
zone”. As it sounds, this is not considered to be a completely safe environment. In fact, you 
should operate under the assumption that it will at some point be breached by an attack. For this 
reason, it is a good practice to keep only “hardened” devices here, and avoid any business logic or 
complex processes such as application/portal servers, which will also help keep the number of 
open ports in the firewalls to a minimum. 

HTTP Server: This could be any type of HTTP server supported by WebSphere Application 
Server, such as IBM HTTP Server, Apache™, or Microsoft® IIS. The WebSphere Application 
Server plug-in must be installed here to provide connectivity to the back-end WebSphere Applica-
tion Servers. 
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WebSphere Application Servers: These could be multiple nodes in a WebSphere Application 
Server cell, configured as a cluster for redundancy. It does not make much sense to have redun-
dancy in this tier and not in the DMZ! 

 

Figure 1. Simple WebSphere Application Server topology 

 

When referring to the “edge” of the network, we are talking about the area from the DMZ and out 
toward the Internet. Many corporate networks are wide-area networks that span data centers and 
geographies. Edge devices may be utilized in such cases -- the edge of your network may be the 
DMZ, or it may be satellite offices or datacenters. In any case, at these edge boundaries, load bal-
ancers can distribute traffic evenly to multiple servers, and proxy servers can front and hide the 
identity and content of Web servers, filter or cache the results of static and dynamic requests, and 
cut back on network hops by being placed at edge locations. We will explore the usage of the 
Edge Components to realize all of these goals by expanding on the topology shown in Figure 1 
throughout this article.  

EDGE DEVICES 

Load balancers 
Load balancers do pretty much what the name implies: they forward traffic following some load 
balancing algorithm from a source to multiple destination servers over various protocols. Typi-
cally, the load balancer is acting as a single point of presence to multiple back-end servers, dis-
tributing the request load among them to optimize the performance of the infrastructure. They can 
use simple, round-robin type algorithms or pre-set “weights” to determine which server each re-
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quest should go to. In a more advanced configuration, they can use sophisticated mechanisms that 
determine which of the group of servers they are balancing to is most able to handle the next re-
quest. If you are assigning static weights, and some of the back-end servers are more powerful 
than others, they would likely be assigned a higher weight. Dynamic weighting can be used to 
assign more load to servers that are better able to handle it at that moment. A load balancer can be 
a hardware device, or a software product that can be installed on some supported operating sys-
tem. Referring back to Figure 1, the following may be legitimate concerns about the single Web 
server in the DMZ: 

1. The single Web server represents a single point of failure; should it fail, the servers it is 
fronting become useless until it is recovered. 

2. During periods of peak demand, the single Web server may not be sufficient on its own 
to handle load for the application servers it is servicing. 

3. In order to maintain it (such as to perform operating system updates), the server must be 
stopped, which would require some sort of outage or “maintenance window”. 

The solution may then to be to use multiple Web servers. This presents a problem in that the Web 
sites hosted are usually tied to a single host name, such as www.pts.com in Figure 1. So you 
might ask, how can we have multiple servers under a single host name? A load balancer can solve 
this problem. Consider Figure 2, where a load balancer has been inserted into the topology in front 
of the Web servers in the DMZ. Another advantage is that intelligent load balancers can detect 
failed servers, and will remove them from their routing lists until they have been recovered, pre-
venting failed user transactions. 

 

The usage described here is the most common usage of load balancers. However, they can ac-
tually load balance almost any TCP or UDP protocol or service.  For example, a cluster of 
LDAP servers could be fronted by a load balancer. 

 

. 
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Figure 2. Load-balanced Web servers 

 

Comparing Figure 1 to Figure 2, you can see that in addition to implementing the load balancer, 
we have added a second and third Web server and moved the host name www.pts.com from the 
first Web server to the load balancer. This is essential so that links to the Web site from the appli-
cations (as well as bookmarks to the site that users may have saved) do not have to be changed. 
Later, we will discuss in more detail the changes necessary to make this happen, but first let us 
review the benefits of this new configuration: 

1. We now have multiple Web servers, so that if one fails we no longer have a total outage. 
Keep in mind that in this case the “Rule of Threes” applies; if two of any resource is nec-
essary to handle your peak load, you really need to have three of them so that if one fails, 
the remaining two can handle the load without becoming overwhelmed. In this example, 
should one Web server fail, the remaining Web servers will need to be powerful enough 
to handle peak load.  

2. If we wanted to upgrade the Web servers, we could now do this by quiescing traffic 
through the load balancer so that traffic drains from one of the servers, and it is then shut 
down for upgrade. When the upgrade is complete, the load balancer can be told to start 
sending traffic to the upgraded server, and the same process can be done on the other 
servers.  

MAC forwarding 
MAC forwarding is the most common method used for WebSphere Application Server Edge 
Components load balancing, and so we will use it here for our discussion. Let us take a closer 
look at the configuration to better understand how this might all work. As we said, the host name 
www.pts.com has been shifted from the HTTP server to the load balancer. This is necessary so 
that all of the users out there who have the URL to our sites bookmarked do not experience dis-
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ruption. The load balancer is now where we want their traffic to go, so we need to make this DNS 
change to assign www.pts.com to the load balancer’s cluster IP address.  

In Figure 3, we have zoomed in to focus on the changes in the DMZ. You can assume that the 
HTTP servers are still using the WebSphere Application Server plug-in to communicate to back-
end WebSphere Application Server servers, which are omitted because they are not relevant to 
this discussion. The www.pts.com domain name has been assigned to a new cluster address IP 
of 192.168.1.110. This new IP address must be aliased to the adapter on the load balancer in addi-
tion to the native non-forwarding address (NFA) IP of 192.168.1.102. The cluster address is used 
to represent the cluster of servers to be load balanced and is the only address users see to represent 
the site (typically through its assigned domain name, www.pts.com). The NFA is not publi-
cized; it is used only for maintenance and other native operations on the load balancing server. 
The load balancer is using MAC forwarding to send the request IP packets off to the selected load 
balanced server, meaning it will change the destination field of the MAC header of the packet so 
that it goes to the correct server. The TCP/IP packet is unchanged, so each server on the back end 
must also have this cluster IP configured on its adapter so that they will accept the packets as their 
own. On these servers, the cluster IP is aliased to the loop-back adapter rather than the primary 
network adapter. This is an important and often overlooked part of the configuration. It enables 
the TCP/IP stack on the back-end server to accept a packet with the cluster address in the TCP/IP 
packet header. 

 

Figure 3. Load-balanced Web servers with IP configuration 

 

DNS Round-Robin: A poor alternative 

DNS has a feature that can select from multiple IP addresses for a single domain name in 



WEBSPHERE EDGE COMPONENTS 

7 

round-robin fashion. While this might be tempting as a simple and inexpensive form of load 
balancing, it has drawbacks because the DNS server is merely serving up IP addresses and is 
not actively involved in the traffic. In addition, client machines typically cache host name to 
IP address translations. Because of these two factors, the DNS server is not able to rapidly in-
fluence the host name to IP mappings, rendering this approach very primitive. In particular, it 
cannot detect failure of one of the back-end servers as a true load balancer can, and it also 
cannot balance intelligently to distribute load among more lightly used servers. 

In MAC forwarding mode, when the packet reaches the back-end server it still has the client’s IP 
address in the source field. This means that the response will go back from the load-balanced 
server directly to the client, and not back through the load balancer. By taking this approach, the 
scalability of the load balancer is dramatically increased since the load balancer is involved only 
with inbound traffic, which is typically much smaller than outbound traffic. Figure 4 demonstrates 
this path. 

 

Figure 4. MAC forwarding request/response path 

 

Security Note: Figure 4 depicts a scenario where the response returned to the user contains in-
formation about the back-end server, including its IP address. This may be undesirable in se-
curity-sensitive environments. Various means may be used to prevent this, including Network 
Address Translation (NAT), which will be discussed next. 

NAT forwarding  
An important fact about MAC forwarding is that it is only good for load balancing to servers on 
the same local network (subnet), as are the HTTP servers in Figure 4. Figure 5 shows a load bal-



WEBSPHERE EDGE COMPONENTS 

8 

ancer serving two servers on a different subnet from itself.  You would need to use NAT forward-
ing to accomplish this. 

  

Figure 5. NAT forwarding to servers on a separate subnet within a WAN 

 

With NAT forwarding, the load balancer will modify the packet to swap the source IP address 
with its own, and it saves off the client source IP address in a table. Since the load balancer IP 
address is now in the source field of the packet, the back-end server will send the response back to 
the load balancer, which will do a table lookup to find the client’s source IP and replace it, caus-
ing the packet to go merrily on its way back to the unknowing client. While this resolves security 
concerns with MAC forwarding related to clients discovering information such as the IP addresses 
and host names of the back-end servers, it does introduce more overhead on the load balancer, 
which now must handle both incoming and outgoing traffic. This is a performance concern.  MAC 
forwarding performs much better because it doesn’t handle the returning traffic from the server to 
the client. As an alternative, load balancers could be placed on both the local and non-local net-
works and could forward traffic to each other, with each responsible for load balancing to their 
own subnets. 

NAPT (Network Address Port Translation) is a variation on NAT forwarding where the port can 
be modified as well as the source IP address, which is effective in hiding open port assignments 
for back-end servers. Using NAPT, you can configure your back-end servers to listen on ports 
other than the well-known defaults, such as port 80 for Web traffic, to thwart some types of at-
tacks. The client machines would still send requests to the load balancer on port 80, but NAPT 
could be configured to switch them to the second port when forwarding. 

Security Note: As we have stated, NAT and NATP are more secure because they obscure in-
formation about back-end servers and do not allow client connections directly to servers. 
However, it must be understood that a load balancer blindly forwards any user packets along 
to the load-balanced servers, as opposed to Web or proxy servers that only accept HTTP traf-
fic for URLs they are specifically configured for. Therefore, it is not advisable to have load 
balancers in the DMZ (even using NAT) forward to servers in the secure zone. Because traf-
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fic is coming from a “trusted” device in the DMZ (load balancer), the firewall will allow it to 
pass to the secure zone. This is dangerous because the packets could contain malicious in-
structions for back-end servers to open telnet sessions or execute destructive commands. This 
is why our diagram shows routers and not firewalls. We assume that this forwarding is being 
done within an area of the network of equal trust (perhaps a large DMZ or an intranet-only 
situation). 

High availability 
Load balancers provide scalability to multiple, identical back-end servers, but if you only have 
one load balancer, you do not have scalability or high availability at the entry point to your net-
work. This again represents a single point of failure. To remedy these concerns, load balancers are 
often run as tandem active/standby servers. The active server does the load balancing, while the 
identical standby server continuously monitors its heartbeat. If the standby detects a failure of the 
active balancer, it immediately does an IP takeover and resumes the active server’s responsibility. 
Another option is an active-active configuration, where two load balancers each serve up separate 
sets of cluster addresses, but monitor each other to take over their partner’s set if it should fail.  
Since there are typically only two load balancing boxes, each must be able to handle the network 
traffic alone. This is one reason that the MAC based forwarding approach is preferred since it 
reduces load on the load balancer.  

As we discussed, NAT is a more secure configuration because responses do not travel directly 
from the back-end servers to the clients. This prevents clients from learning information about the 
back-end servers, such as their IP addresses or host names. Another way to achieve this without 
using NAT forwarding on the load balancer is to use a proxy server, which we will discuss in the 
next section. 

Proxy server 
A proxy server performs the same basic duties as a Web server, and a whole lot more. Like a Web 
server, the proxy server will handle incoming requests to servers behind it and connects to those 
back-end servers from its own pool of connections, thus hiding the back-end servers. This means 
that the response will need to flow back through the proxy server, which will, in return, forward it 
to the requesting client. Being the “middleman” in these transactions gives the proxy server the 
chance to do a number of helpful things. Below are a few of the services that proxy servers tradi-
tionally provide. 

Proxy – Accepts requests from clients on behalf of back-end servers, performs basic Web server 
duties (but allows for logic to be performed on a selection of back-end servers)  while at the same 
time hiding information about such servers, and enabling clients to take advantage of their ser-
vices. The proxy accepts the request from a client, connects to the back-end server to retrieve the 
response, and then forwards the response on to the client. 

Content filtering – Proxy servers are often used to filter access to the Internet. Most corporate 
employees have at some point been asked to configure their browser for the company proxy server 
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to be able to get access to the Internet. The proxy can be configured with rules to reject access to 
sites that contain objectionable material, preventing users from gaining access to such sites. 

Caching – Proxy servers often can cache the results of common user requests and serve them up 
directly from their cache, which results in a faster response time for the user and a lighter load on 
the back-end servers. Caching can be done for static content for most proxy servers, and dynamic 
HTTP requests (such as those for servlets and JSPs) for some, and even for heavy-lifting protocols 
like FTP. 

Security – Proxy servers provide several advantages in this area. In addition to terminating the 
user connection in the DMZ, they can hide server identities by providing their own domain names 
in the URL instead of the back-end server name. Some leading security tools for authentication 
and authorization proxying, such as Tivoli Access Manager, provide plug-ins for proxy servers so 
users can be authenticated before their requests are sent to any back-end servers. Also, if the 
proxy does cache to memory, it could be considered a security benefit in that any intruders to the 
DMZ no longer have static content on the Web server to deface with undesirable messages (a very 
common type of hack), since there are no longer any static files in the DMZ. 

Many of the large public Internet Web sites use huge arrays of proxy servers for performance and 
to handle these functions. Let us look at some specific proxy server configurations. Recall in Fig-
ure 5 that we used NAT to load balance to Web servers. If the load balancer must be in the DMZ 
and the Web servers have to be in the trusted zone, as we have stated, this topology is very dan-
gerous1. Instead, let us look at another solution using proxy servers.  

 

Figure 6. Proxy servers in the DMZ 

 

Figure 6 now shows the load balancer fronting two identical proxy servers, which are proxying 
for our two Web servers back in the secure zone. Notice how this approach provides load balanc-

                                                           

1 See the Security Note on page 8. 
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ing and terminates connections in the DMZ; good security and scalability, a much better choice.  
In the next section, we will show how to configure something similar using the WebSphere Edge 
Components. Don’t worry too much about the specifics right now. We are trying to understand 
this from an architectural view. 

NOTE  
Since proxy servers provide “Web server-like” functions, it may be tempting to always replace 
a Web server with a proxy server. In some situations this makes sense, but often it does not.  
Although replacing the Web server and its WebSphere Application Server plug-in with a 
proxy server is a supported configuration, this does not make it the obvious best choice in all 
situations. Most importantly, the WebSphere Application Server Web server plug-in provides 
more sophisticated caching capabilities than WebSphere Application Server’s Caching Proxy. 
In addition, the Web server plug-in provides work-load management capabilities to the 
WebSphere Application Servers behind it. If this is supplanted by a proxy server, some other 
approach to provide this (including affinity) must be configured. Finally, proxy servers are 
also more complex to configure than Web servers, particularly compared with the ease of 
automatic and manual plug-in generation capabilities provided with WebSphere Application 
Server. An HTTP server is a well understood and fairly lightweight mechanism that is likely 
(though there are no guarantees) to have fewer security issues than a more complex proxy 
server that provides higher function. The net is fairly simple. If you are architecting your sys-
tem and find specific value in the use of a proxy server (this being any proxy server you might 
consider) in your configuration, then use it. Once that decision is made, it may make sense to 
eliminate the Web server and go directly from the proxy server to WebSphere Application 
Server. Doing so eliminates a hop in your network traffic and may improve latency. However, 
do not simply replace the Web server with a proxy server in all cases under the misguided no-
tion that this is inherently more secure or even better. As stated already, the WebSphere Ap-
plication Server plug-in provides sophisticated caching function and workload management 
out of the box that is actually superior in most situations to what the WebSphere Application 
Server Caching Proxy server provides today (this may change with time). 

 

Proxy servers have two types of common configurations: forward proxy and reverse proxy. What 
we have used in our examples so far is a typical reverse proxy setup. However, let’s review each 
of these from the architectural perspective. 

Reverse proxy 
Figure 6 is a good example of a reverse proxy setup: proxying from server to server. The proxy 
server sits in the DMZ and the host names for the Web sites it is serving are configured on the 
proxy. Users can use the proxy server without being aware that it is even there. This is the most 
common form of proxy server configuration. 

Forward proxy 
Figure 7 depicts a simple forward proxy: proxying from user to server (as opposed to the reverse 
proxy which was server to server). Imagine that the clients and the forward proxy server are in a 
remote branch office thousands of miles from the corporate data center. Given this scenario, con-
sider the huge advantages in performance if the forward proxy server is now caching static and 
dynamic requests directly from the same location, rather than having to traverse the distance to the 
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corporate data center. Also consider the savings if the company is paying for traffic over the net-
work pipe from the branch office to the data center and Internet!  

 

Figure 7. Forward proxy 

In this configuration, the clients are connecting directly to the proxy server, which is proxying all 
requests from those users to the Internet, corporate data center, and anywhere else. So unlike our 
reverse proxy setup, the forward proxy cannot know or be assigned the host names for all possible 
sites it is proxying to. Because of this, the clients must be “directed” to the proxy server for each 
request by having their browsers configured to use the proxy. Figure 8 shows Internet Explorer 
configured for a forward proxy via Tools > Internet Options > Connections > Lan Settings. 
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Figure 8. Internet Explorer configuration for forward proxy 

Because they must be configured on the client browser, forward proxies are usually only used for 
controlled environments, such as a company’s branch office. Obviously, it would not be useful for 
the general public, whom you would have a hard time convincing to alter their browser settings!  

 

Transparent forward proxy 

There is one way to use a forward proxy and not have to configure the browser. A router 
could be inserted between the forward proxy and the clients and configured such that all port 
80 (HTTP) traffic from those users is routed to the forward proxy. This is called a “transpar-
ent forward proxy”. 

Now that we have reviewed the function and general architecture of load balancers and proxy 
servers, we will look at a specific implementation: the WebSphere Edge Components 

WEBSPHERE EDGE COMPONENTS REVIEW 

Load Balancer 
Load Balancer (formerly known as Network Dispatcher) is the load balancing piece of the Edge 
Components. It has the capability to do everything covered in our earlier generic load balancing 
discussion, as well as a number of enhancements. For example, you can configure Advisors on the 
back-end servers that report system metrics such as memory and CPU utilization, and application 
information such as whether an application server or data source is unavailable, to be used in load 
balancing decisions. Load balancing can also be done by factoring in external data, such as the 
time of day, client IP address and/or port, rate of incoming connections, or total active connec-
tions. 

Load Balancer components 
Load Balancer is comprised of the following components. 

Dispatcher – This is the load balancing core component. It can balance most TCP or UDP proto-
cols, for example HTTP, HTTPS, FTP, NNTP, IMAP, POP3, SMTP, and telnet traffic across a 
LAN or WAN. It runs in the operating system’s kernel for maximum speed, and examines each 
packet header to determine if the request is for a new or existing connection. The dispatcher itself 
has several components. The executor is actually the “brains” of the load balancer, and does the 
work of routing TCP/UDP packets to the various servers. The manager keeps track of incoming 
data from advisors to set weights for the servers and provide those to the executor. The manager is 
optional; if the manager is not used, static weights can be assigned using the administrative facili-
ties. If there are no weights set, round-robin load balancing occurs. Advisors are protocol-specific 
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and monitor back-end server health by means such as pinging and sending HTTP HEAD com-
mands. Ping is used for all advisors to see if the server is reachable.  If it is reachable, then a pro-
tocol specific-request is sent, such as an HTTP HEAD request. If the ping fails or there is no re-
sponse to the protocol-specific request, the server is marked as down. This information is sent to 
the manager to determine server weighting (for example, servers that are slow to respond will be 
given lower weights so that less traffic is forwarded to them until things even out). Load Balancer 
also comes with non-protocol advisors, such as those that can monitor DB2 or WebSphere Appli-
cation Server servers. Users can even write their own custom advisors. 

Kernel Content-Based Routing (CBR) – This feature is actually a forwarding alternative to 
MAC and NAT forwarding that can do more intelligent routing based on data in the HTTP request 
packet; for example pieces of the URI. It cannot decipher SSL however, so it can only balance 
HTTPS traffic based on the SSL session ID, not the content of the request. It is much faster than 
the traditional Web CBR. Be aware, however, that CBR is more expensive than MAC or NAT 
based forwarding because of the additional processing required. Thus, it is more intelligent, but 
also more expensive. 

Web Content-Based Routing – This is another form of CBR that is available as a Load Balancer 
plug-in to the Caching Proxy piece of the Edge Components. It isn’t as fast as the kernel-based 
CBR, but has the advantage that it can operate on contents of SSL requests. Of course, this in-
volves decrypting and then re-encrypting the requests, which will incur overhead. 

Cisco CSS/Nortel Alteon Controller – The Load Balancer can also send some of the information 
it uses for load balancing decisions to intelligent third-party devices.  Specifically, the Cisco CSS 
and Nortel Alteon Controller hardware controllers that provide information to their corresponding 
switches to facilitate intelligent switching decisions. Load Balancer has interfaces included which 
are smart hooks to send server weighting data to each of these two third-party controllers to help 
them make smarter choices in routing traffic.  

Metric Server – This component runs as a daemon on back-end servers, to monitor utilization of 
resources such as CPU and memory and communicate that information to the Load Balancer 
Manager. Metric Server is used to calculate weighting metrics and detect failed server components 
(even for resources further back in the network, such as a database), which are passed to the Load 
Balancer process to assist even more with dynamic balancing decisions.  

Site Selector – This component acts as a DNS server in cases where load balancing needs to be 
augmented by dynamic mapping of IP addresses to host names. It works in conjunction with the 
Metric Server component to determine failed back-end servers and server loads. This achieves the 
same effect as round-robin DNS, but with the advantages of being able to assign the host name to 
an IP address based on which servers are up and able to handle the incoming requests. 

Administration 
The Load Balancer can be configured by means of a Java application GUI (lbadmin), wizards 
(dswizard for general Dispatcher configuration, cbrwizard for Web CBR, sswizard for Site Selec-
tor), a Web-based administrative console, and command line/scripting. For remote administration 
on a machine other than the load balancer, the Web-based console has advantages in that it can be 
secured with a userid/password and uses HTTP rather than Remote Method Invocation (RMI) 
calls. We will use the command line and scripting for our configuration.  
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Caching Proxy 
The Caching Proxy component implements the basic proxy functions discussed in the first half of 
this article, as well as other advanced features. In addition to functioning as a proxy for HTTP and 
HTTPS requests, the Caching Proxy can also be configured for other protocols such as FTP and 
Gopher. Caching Proxy includes the following plug-ins for added functionality (or users can write 
their own custom-developed plug-ins with a supplied interface): 

Internet Caching Protocol (ICP): allows Caching Proxy to query other caching devices on the 
network that comply with the standard ICP protocol. 

Tivoli Access Manager (TAM): allows the authentication and authorization functions of TAM to 
be performed on the edge of the network, before the user request is sent to the back-end server.  

PAC-LDAP Authentication: facilitates Caching Proxy communication with LDAP servers to 
authenticate users. Caching Proxy has directives that can be used to secure URLs that are not con-
figured as protected on the back-end server. When the Caching Proxy detects that a protected 
URL has been requested, it can authenticate and authorize the user based on the local password 
file or an LDAP directory using this plug-in. 

Transcoding Publisher: enables caching of content that has been transcoded for various types of 
devices, including mobile phones and PDAs. 

Caching 
Caching is such an important part of the Caching Proxy’s functionality that it earned a place in the 
product name. This component can cache static as well as dynamic (servlet and JSP) responses 
from back-end WebSphere Application Server servers. The cache can be configured to use mem-
ory or a specially formatted disk partition, and can be configured as a shareable cache in clusters 
of proxy servers via the Remote Cache Array feature. The caching subsystem in Caching Proxy 
also provides tight integration with WebSphere Application Server dynacache. The Caching 
Proxy can be identified to WebSphere Application Server as an external cache via the remote 
cache adapter that comes with Caching Proxy and is installed on WebSphere Application Server. 
Below are the general steps to accomplish this (see the Edge Components and WebSphere Appli-
cation Server Information Center for specific details): 

1. Configure dynacache on WebSphere Application Server. 

2. Install the Caching Proxy External Cache Adapter on WebSphere Application Server. 

3. Identify the Caching Proxy as an external cache to WebSphere Application Server with 
an external cache name. 

4. Enable the dynamic caching plug-in on the Caching Proxy. 

5. Assign the Caching Proxy external cache the same cache name that was identified in 
WebSphere Application Server. 

6. Specify the servlets and JSPs that are to be cached on WebSphere Application Server. 
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At run time, WebSphere Application Server and Caching Proxy will maintain an ongoing conver-
sation regarding which entries should be cached and when those entries should be invalidated. 
Caching Proxy will capture full-page HTML responses for servlets and JSPs that have been spe-
cifically configured for caching. These pages are also stored in the WebSphere Application Server 
dynacache engine, often as multiple page fragments that compose the entire page cached in Cach-
ing Proxy. 

WEBSPHERE EDGE COMPONENTS IMPLEMENTATION 

Load Balancer 
Let us move on to solving a specific, representative problem with the WebSphere Application 
Server V5 ND Edge Components. Figure 9 shows a very simplified topology with Load Balancer 
distributing load to two HTTP servers. Obviously, a real WebSphere Application Server environ-
ment would include WebSphere Application Servers but we have left them out to simplify the 
example. We will create this configuration and then insert a proxy server.  

 

 

Figure 9. Simple load balancer implementation topology 

 

Network Setup 
To get started implementing this topology, obtain three computers on the same subnet and install 
an HTTP server on two of them. You will also need a fourth computer as a client, but it will not 
need any modification since you’ll just be using it to run a Web browser. Before starting, make 
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sure that the machines can all ping each other. Now, proceed with the following configuration 
steps: 

1. Create a test HTML file named test.html and place it in a new folder called “edgetest” off 
the document root of each Web server. Ours is shown below in Code sample 1. We in-
cluded a sample graphic file. Modify the file contents slightly on each server to indicate 
the server identity so we can tell where our request is being served from, but do not 
change the file name. 

2. From your third (client) machine, open a Web browser and enter the URL to get to the 
test file. You should see something similar to Figure 11. Open the URL to the 
edgetest/test.html file on the other HTTP server and ensure that the two page results are 
identical, except for the server name embedded in the text.  

<html>
<head>
</head>
<body>

Hello!(This is the HTTP1 machine)<br><br>

<img src="http_graphic5.jpg"><br>

</body>
</html>

Code sample 1. Test HTML file 
 

 

Figure 11. Test file loaded into browser 
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Load Balancer configuration 
Next, we will prep the machines for the Load Balancer configuration. Some steps in this process 
are long and operating system dependent, so in the interest of space we will not cover it here. Re-
fer instead to the Load Balancer Administration Guide section of the Edge Components Informa-
tion Center for detailed instructions for all of these steps, including the configuration process us-
ing commands, scripts, GUI, or wizards. The Concepts, Planning, and Installation section also has 
these instructions. However, they are more conceptual and not as detailed. Keep in mind that since 
the Edge Components operate at a low level of the protocol stack, configuration and, especially, 
troubleshooting are difficult without an experienced network administrator and an accurate, up to 
date topology diagram of your network. 

First, as we said earlier, to load balance we must come up with a new IP address and correspond-
ing host name to represent our cluster of Web servers. We will use 192.168.1.110 and assign 
www.pts.com to it. This is known as the cluster address. You can do this on your network’s DNS 
server or, if you are able, simply modify your local “hosts” file on every machine. Similarly, you 
will need entries for the http1.pts.com and http2.pts.com servers. Second, the new IP address must 
now be assigned to the loopback adapter for each HTTP server. The loopback adapter is not visi-
ble to other devices, so the result is that these servers will not respond to a request for the IP ad-
dress, but when the load balancer MAC forwards them here they will still be accepted because 
they are on the loopback adapter, which is visible internally to the IP stack. At this point, it would 
be good to go through the verification steps in the Load Balancer Administration Guide to be sure 
everything is set up correctly, network-wise. This involves a series of ping and arp commands to 
make sure the three machines are properly configured. If they are not, things can get rather messy 
to debug! 

Now that the basic network topology is setup, we must proceed with the steps to configure the 
load balancer (on www.pts.com): 

1. Make sure the Dispatcher service is running by entering the dsserver command (if you 
are on Windows, this starts automatically as a service). This command starts the Dis-
patcher and loads the default.cfg file, which contains your configuration. You are free to 
create and load files under other names to represent various configurations.  

2. Start the executor component of the Dispatcher with the command dscontrol executor 
start. Remember that the executor is the core component or “brains” of the Dispatcher. 
Since the default.cfg config file is loaded, you would not have to do anything past this 
point if you had already done your initial configuration and saved it as default.cfg. 

3. Configure for the non-forwarding address of the server’s adapter with the command 
dscontrol set nfa ip-address. In place of ip-address, supply the primary or “native” IP 
address for this server, not the cluster address.  

4. Define the cluster with dscontrol cluster add www.pts.com. Various options can be 
added with dscontrol cluster set, but they will not be necessary for our basic configura-
tion. 

5. Configure the network adapter with the cluster address using dscontrol executor con-
figure cluster_ip (you could use the domain name for the cluster IP here as well, for 
example www.pts.com). This executes the operating system’s command to configure the 
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cluster IP address onto the primary network adapter so it will respond to external re-
quests for that IP address. Note that this is different than when we configured the back-
end HTTP servers; in that case, we created an alias on the loopback adapter and assigned 
the cluster address there. The effect of this is that the back-end machines will not respond 
to an external request for that IP address (because the loopback is not visible to other 
machines), but the IP stack on this server will accept the packets once they are forwarded 
there via the MAC header because it sees the cluster address on the loopback. 

6. Add the ports to be used with the cluster. In our case, we are only responding to port 80 
requests, so we will use dscontrol port add www.pts.com:80.  

7. Add the servers to the cluster. Since we have two servers, we will execute dscontrol 
server add www.pts.com:80:http1.pts.com and dscontrol server add 
www.pts.com:80:http2.pts.com. Note that you would have to add the server multiple 
times if it were to respond to multiple ports (for example, 443 for SSL). 

8. Start the manager component with dscontrol manager start. Remember that this is the 
component that sends server weightings to the executor. 

9. Start an advisor on port 80 with dscontrol advisor start http 80. This is the component 
that monitors the servers and helps the manager to set the dynamic weights based on their 
responsiveness. 

10. You should now save your file with dscontrol file save default.cfg. You can use this 
command to save files with various configurations, but must specify the file you want af-
ter dsserver starts with dscontrol file newload <filename> (if you want a file other than 
default.cfg). Note that this will replace the entire configuration. To append configuration 
settings onto the current configuration, you can use dscontrol file appendload <file-
name>. 

You now should be able to open a browser on another computer, and use the URL 
http://www.pts.com/edgetest/test.html and see the response page from either the http1 or http2 
back-end server. Wait a moment until any port affinity times out, and then reload the page and 
you should see the response to the same URL, but you can tell it has come from the other back-
end server because the server name embedded in the text should have changed. You can continue 
this process and see the load balancing happen evenly, and for kicks you can shut down one of the 
HTTP servers and watch the load balancer handle this nicely by only serving up the page from 
only the remaining healthy server. Scalability and reliability achieved! You should load the GUI 
admin console on the load balancer machine and explore through the configuration tree to fully 
understand all of the options and settings available. 

Network/Load Balancer configuration caveats and troubleshooting 
As we said earlier, working with the Edge Components, particularly the Load Balancer, requires a 
fairly high degree of network and protocol-level savvy. If you have problems, refer first to the 
troubleshooting areas of the Load Balancer Guide. Below are a few items to keep in mind: 

Network Tools – Your best friends for troubleshooting Load Balancer problems are not the ones 
contained with the product. They are the network commands for your operating system, such as 
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arp, netstat, tracert, ping, hostname, and nslookup. A very effective tool for diagnosing problems 
is Ethereal, which is a free protocol analyzer for UNIX® and Windows available at 
www.ethereal.com. Always do a careful review of the log files early in the troubleshooting 
process. 

Note: Always be sure to check with your network group before using a packet-level tool such 
as Ethereal or Sniffer. Due to privacy and security standards, some companies have very strict 
rules and consequences for putting these on the network. 

Save your license file – When installing fixpacks for the Load Balancer, it is sometimes possible 
that the product license file (edge/lb/servers/conf/ND50Full.LIC) will be lost, so 
always remember to copy it somewhere and restore it after the fixpack has been applied. Regard-
less of this, a good backup strategy is always a good thing. 

Extra routes – The Load Balancer documentation has historically stated that after adding the 
cluster address to the loopback adapter on the back-end server, extra routes in the routing table 
may be created and need to be deleted. The advice says “The extra route to be deleted will be the 
one whose network address begins with the first digit of the cluster address, followed by three 
zeroes.” This is only the case in their example, which has a netmask of 255.0.0.0. In reality, you 
should check for an extra route with a network address that matches any non-zero portions of the 
cluster address netmask. For our example cluster address of 192.168.1.110 and netmask of 
255.255.255.0, the extra route to be deleted had a network address of 192.168.1.0 and an interface 
address of 192.168.1.110. Remember, these extra routes will be created on each server startup, so 
it is best to put them in some script that will be executed then. The route print  and route delete 
commands can be used to view and alter the route. 

Fixpacks – As of this writing, PTF 2 is the most current fixpack for Edge Components. Always 
keep up with the fixpacks available from the WebSphere Application Server support Web site, 
and do not hesitate to call the support team with problems. The Edge Components team in particu-
lar is very sharp. 

Avoid DHCP – Always ensure that DHCP is not enabled when installing Edge Components. 
Edge devices use IP addresses a great deal in their configuration, and hence are very sensitive to 
changes in their own IP address, so these should be static rather than dynamic. 

Debugging – You can increase the logging level to very verbose with the command dscontrol set 
loglevel 5. Use this only for recreating error scenarios and capturing debug output, as the logs can 
become quite large and there is some overhead to logging at this level. It is also a good idea to 
archive and then delete log files before recreating problem scenarios so that you have a more con-
cise and clean picture of what is occurring. 

Caching proxy configuration 
Again keeping our configuration simple, we will now modify our three-machine example to show 
the insertion of a proxy server into an existing configuration. Figure 12 shows this simple configu-
ration. Note that it is a bit unrealistic as the load balancer is balancing to only one machine, but 
this section is intended to demonstrate the proxy server, not an entire topology. 
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Figure 12. Simple proxy server topology 
 

The goal for this example will be to proxy the requests for the www.pts.com/edgetest/test.html file 
to the Web server, and then cache those requests to enhance performance. We will assume that the 
Caching Proxy has been installed. Since there is no command line or scripting interface for the 
caching proxy, we will configure it with its Web administrative console, although the 
ibmproxy.conf file could be hand-edited to achieve the same result since the Web admin con-
sole writes its updates to this file. Note that if you are using MAC forwarding in this configura-
tion, since the proxy is being fronted by the load balancer, it will need to have the cluster address 
aliased on its loopback adapter, as discussed earlier in this chapter. Since the HTTP servers are no 
longer being directly fronted by the Load Balancer in this configuration, they no longer have to 
have the cluster address aliased to their loopback adapter. 

1. Open the proxy admin webapp from any machine on the network with a URL similar to 
ours, which is http://proxy.pts.com/.  

2. Authenticate to the userid/password prompt with the administrator ID and password that 
were configured on the Caching Proxy install. If you haven’t done this yet, the command 
to set the userid and password is in the Caching Proxy Information Center (Admin 
Guide). 

3. Navigate to Server Configuration > Request Processing > Request Routing in the menu 
on the left side of the page, and scroll to the bottom of the right pane, which shows num-
bered, pre-configured rules as displayed in Figure 13. It is important to remember that 
this file is parsed from top to bottom by the Caching Proxy, and it will use the first rule 
that matches its current request. You will notice that the last rule at the bottom is the 
catch-all “/*” rule, which will be used for anything that is not caught above it. There are 
several types of rules that can be used here, the primary two being Proxy and Pass. Proxy 
is used to proxy the request to another server, and Pass is used to serve a request from the 
proxy server itself. Most of the pre-configured rules are there to allow the admin webapp 
to be served from the proxy server, hence they are Pass rules.  

4. We have filled out the new rule template at the bottom of the page, as shown in Figure 
13. Notice that we have set the rules to be inserted before the wildcard catch-all. Our new 
Proxy rule simply states that for any request coming in matching the URI of /edgetest/*, 
send that request forward to the URL provided in the replacement file path, which in this 
case is http://http2.pts.com/edgetest/*. We did not use the optional field, 
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which can allow us to filter requests that come in from a certain host name or IP address. 
After pressing the Submit button, our rule is inserted into the ibmproxy.conf file. 

5. In the upper right of the admin Webapp, shown in Figure 13, there is a round black circle 
with a white vertical line. This is the Restart server button. It does not really restart the 
Caching Proxy service, but it does force a reload of the ibmproxy.conf file to bring 
in our new rules, so click this button to activate the changes. Be aware that some types of 
configuration changes (which are not discussed in this chapter) require a full restart of 
the Caching Proxy service to activate. These are listed in the Information Center. 

6. Using the URL http://www.pts.com/edgetest/test.html from any browser 
on the network should now yield our page from the back-end HTTP2 server via the 
proxy. 

 

Figure 13. Caching Proxy Webapp 
 

Let us now review what has happened at each stage of this transaction, so that we can fully under-
stand how the Edge Components have made it successful. Figure 14 shows the path of our trans-
action with numbered arrows.  
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Figure 14. End to end Edge Components transaction 

1. The user enters http://www.pts.com/edgetest/test.html into the browser 
address field and submits the request. The domain name is resolved to our cluster address 
of 192.168.1.110, which is aliased on the primary network adapter of the Load Balancer. 

2. The Load Balancer receives the request and uses the weighting algorithm from the man-
ager and advisors to select the next best back-end server to receive the request out of 
those configured for this cluster. Since we only have one server in the cluster, 
proxy.pts.com is selected. The request is forwarded to that server as we described earlier 
in our section on MAC forwarding. 

3. The request arrives at the proxy server, which looks at the 192.168.1.110 destination ad-
dress and accepts the packet after seeing that address is assigned to its loopback adapter. 
The proxy server then begins to go through its rules to see if any match the source IP (re-
member, we didn’t configure this in the rule) or the URL request template. It gets to our 
rule with /edgetest/* in the request template and sees that this is a match. It stashes the re-
quest’s source IP (this is the client browser’s IP address) in a table and creates a new re-
quest on one of its own connections to the back-end HTTP server. This new request has 
the proxy server’s address as the source IP and the HTTP server as the destination IP, 
and goes off to the HTTP server. 

4. The HTTP server resolves the request by loading the test.html page from its /edgetest/ di-
rectory, creates the response, and switches the source and destination IP addresses, which 
causes the response to be sent back to the proxy server. 

5. The proxy server sees the response coming back in, and grabs the browser’s IP address 
from its table, inserts it as the destination and its own IP as the source, and forwards the 
response back to the user. 

6. Of course, the browser then sees that this page contains a link to a graphic, and the entire 
process happens again to retrieve the graphic file from the HTTP server. 
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Proxy caching 
The simplified scenario above demonstrates the path of the request/response. However, a little bit 
of magic also happens during this transaction. At step 3, before the proxy server uses a connection 
to send a request to the HTTP server, it first checks to see if it has the response for this particular 
request in its cache. Since this is the first request, it does not. In step 5, before the proxy sends the 
response off to the browser, it places the response in its cache so that it can be returned for subse-
quent requests. Again, all of this happens twice – once for the HTML file and once for the JPG 
graphic. On the next request through, the path looks like Figure 15, below, as it is served from 
cache, out on the edge, rather than incur additional hops and overhead on the HTTP server. 

 

Figure 15. Cached transaction with fewer hops 

 

To verify that the Caching Proxy is behaving as we expect, we can check the admin webapp under 
the Server Activity Monitor > Proxy Access Statistics, as shown in Figure 16, and see the last two 
entries in blue, which indicates they were served from cache. This diagram shows that the first 
requests came from the HTTP server, whereas the last requests for the HTML and JPG file were 
returned from the proxy’s cache. The administrative webapp has a great many configuration set-
tings and logs that should be investigated, as these are good tools for enhancing performance and 
troubleshooting problems. It also has pages to show summary statistics on cache hits and misses, 
and network bandwith savings due to cache hits. 
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Figure 16. Admin webapp showing cache hits 

Caching Proxy hints and tips 
Page Verification – When you configure each rule, make sure that you can actually reach the 
destination page from the proxy server using a Web browser on that machine. If you cannot, the 
proxy will fail. 

HTTP 1.1 Browser Setting – Microsoft Internet Explorer, a popular browser, has a setting on its 
Tools > Internet Options > Advanced page labeled “Use HTTP 1.1 through proxy connections”. 
To take advantage of all features of the Caching Proxy, this option should be checked. If you are 
having problems, check this setting on the source browser. 

Testing – Applications often respond poorly to being proxied, generally due to having the host 
names they are familiar with being re-assigned to the proxy server. Test each application to be 
proxied carefully, and in a representative environment. For example, in a real production system, 
the end user’s computer will likely not have any visibility to the back end content server. Make 
sure that this is the case in your testing. Otherwise, there may be undetected situations where the 
back-end server does an end-run around the proxy and responds directly to the user, or the user 
requests begin going directly to the back-end server instead of the proxy. This can happen if ap-
plications have code which composes URLs based on what they determine to be their host server 
name (usually by a dynamic call), or if they have hard-coded URLs. Another possibility is if the 
application pulls the host name from the request to build the response URL. The Caching Proxy 
by default will place the back-end content server’s host name or IP address (whichever you pro-
vided when you configured the rule) in the request it sends to that server. If that server uses this to 
build its response URL, future requests will attempt to go around the proxy to go directly to the 
content host. To prevent this, edit the ibmproxy.conf file to change the SendRevProxyName 
directive to true. This will cause the proxy server to always put its own host name in the source 
field of the request. This change requires a true restart of the proxy server to take effect; pressing 
the Restart button oin the Web administrative console will not work. 

SSL – The proxy server can have a certificate installed on it and serve over the HTTPS protocol 
with SSL just like a Web server. You can use the included IBM GSKIT and iKeyman tool to cre-
ate the key database per the instructions in the Admin Guide. It can also be configured to use SSL 
for the back-end servers, and even to make a “best attempt” to cache those responses. Be careful 
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though, typically these responses carry sensitive data that is best not cached. You can configure 
cross-port affinity to ensure that users who start a session to a server over regular HTTP and then 
switch to HTTPS (for example, to pay for the contents of their shopping basket) retain affinity to 
the same server they’ve been working on. 

Debugging/Logging/Tracing – To enable logging, open the ibmproxy.conf file and find the 
logging directives section. There will be entries for log file names and locations. To enable trac-
ing, add this line (with your preferred path, of course):  

TraceLog C:\Progra~1\IBM\edge\cp\server_root\logs\trace.  

This will write out a trace log with very good debugging info. You should use this only when hav-
ing problems, as it will affect performance. Turn it on, recreate your problem, then turn it off and 
analyze the logs.  You can also start the proxy service from the command line with the command 
ibmproxy –debug –mtv, which will cause a very verbose trace of proxy startup and operations to 
occur. As with tracing, use this only to capture data when recreating problem scenarios, then turn 
it off. It is also a good idea to archive and then delete log files before recreating problem scenarios 
so that you have a more concise and clean picture of what is occurring. 

TOPOLOGY PATTERNS ON THE EDGE 
Now that we have discussed the Load Balancer and Caching Proxy separately in simple scenarios, 
we will conclude by looking at a more typical configuration. Figure 17 shows Edge Components 
in the DMZ, with scalability and failover now at each tier, as opposed to the simple, non-Edge 
topology we saw at the start of this chapter. We have a pair of active/standby load balancers in the 
DMZ serving to a pair of proxy servers. The proxy servers then send requests through to the back-
end “secure” zone, to our HTTP servers. Those HTTP servers are using the WebSphere Applica-
tion Server plug-in file, which itself has workload management features to balance load across a 
tier of WebSphere Application Server servers. We have redundancy at each layer of the system. 
However it must be stated again that performance testing should be done using expected peak load 
metrics to ensure that should any component fail, the remaining components can handle the load 
and the failing unit can be brought back on-line quickly. We can now leverage all of the static and 
dynamic caching benefits discussed in the chapter on caching, throughout this infrastructure from 
the edge to WebSphere Application Server. 
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Figure 17. Edge Components in a more realistic scenario 

 

It should be noted that in Figure 17 we could actually eliminate the Web server tier com-
pletely, and have the proxy servers forward traffic directly to the WebSphere Application 
Server Web container. This would simplify deployment as well, removing the need to con-
tinuously regenerate and copy the WebSphere Application Server plugin-cfg.xml file to the 
Web servers. Of course, if you choose to do so you should make sure that the proxy server 
provides for authentication as well as request affinity,  both of which the HTTP server plug-in 
provides. See the Note on page 11 for additional concerns about this approach. 

CONCLUSION 
In this chapter we have explored the use of the Edge Components, which are included in the Web-
Sphere Application Server Network Deployment package. We reviewed the function of load 
balancers and proxy servers, the base features of the Load Balancer and Caching Proxy included 
with the Edge Components, and then applied that to a few simple configuration scenarios. In truth, 
we have only scratched the surface of the features and possibilities for these useful products. 
Readers are again encouraged to read the InfoCenter documentation to explore the entire breadth 
of functionality available to them. 

 


