
� � � � � � � �

�

© Copyright IBM Corporation, 2005. All Rights Reserved. 
��������	
�����
���	����	�	������	
�����
	���
�	��� 	�	�����	���	���
�	����
����	����	��	����	��
��	�� �

 
�

RAID on Linux on POWER 
Topics on software and hardware RAID for Linux on POWER 

�
�
�
�

. 

�

 
 
 
 
 
 
 
 
 
 
 

Brent Baude 
IBM eServer Solutions Enablement 

November 2005 
 
 
 
 



 
�

RAID on Linux on POWER 

 
� �  

 
���������	�
��
���

Abstract........................................... .......................................................................................... 4 

Introduction ....................................... ....................................................................................... 4 

What is RAID....................................... ...................................................................................... 4 

Understanding the boot process..................... ........................................................................ 5 

RAID implementations ............................... .............................................................................. 7 

RAID 0 ..................................................................................................................................................... 7 

RAID 5 ..................................................................................................................................................... 8 

RAID 10 ................................................................................................................................................... 9 

Summary of RAID 0, 5, and 10.............................................................................................................. 11 

Software RAID ...................................... .................................................................................. 11 

Hardware RAID ...................................... ................................................................................. 14 

Supported RAID types ........................................................................................................................... 18 

Advanced hardware RAID functions...................................................................................................... 18 

Hot Spares....................................................................................................................... 19 

RAID configuration utility ....................................................................................................................... 20 

Supporting software and related files .................................................................................................... 21 

Example: Configuring a hardware RAID array ......... ............................................................ 22 

Run iprconfig from bootable media........................................................................................................ 22 

Check the current state of the adapters and disks ................................................................................ 24 

Format disks .......................................................................................................................................... 25 

Create the disk array.............................................................................................................................. 27 

Add a hot spare...................................................................................................................................... 29 

Confirm your configuration..................................................................................................................... 30 

Summary............................................ ..................................................................................... 31 

Resources.......................................... ..................................................................................... 31 

Software RAID resources ...................................................................................................................... 31 



 
�

RAID on Linux on POWER 

 
� �  

 
Hardware RAID references.................................................................................................................... 32 

About the author................................... .................................................................................. 32 

Acknowledgments.................................... .............................................................................. 32 



 
�

RAID on Linux on POWER 

 
� �  

 
��������  

The purpose of this paper is to discuss software and hardware redundant array of independent 
disks (RAID) implementations on a Linux™ on POWER™ server.  In some regards, it is a 
response to some of the questions and pitfalls in RAID setup.  Therefore, this paper includes a 
foundation on RAID itself, the Linux on POWER boot process, software and hardware RAID, 
and an example of how you configure hardware RAID. 

�	��
����

	�

In enterprise computing, disk performance and data safety are necessities.  Processors have become so 
fast that they can compute immense volumes of data often faster than the I/O devices can write the data.  
Thus, disk I/O is increasingly important for system performance.  That very same data, whether it be a 
database for your point of sale system or the next big thing in Bioinformatics research, must be safe even 
in the event of an I/O failure.  RAID is designed for situations where disk performance and data integrity 
are integral to a successful solution. 

 

In this paper, you will learn some of the fundamentals of RAID, 
including software and hardware RAID implementations, especially 
as it relates to the boot process for Linux on POWER.  Using the 
information from those sections, I will then walk-through a simple 
hardware RAID configuration so that you can learn from the simple 
configuration and apply it to your setup as needed.  The intent is to 
educate you about RAID implementations for Linux on POWER and 
point out some of the pitfalls that my team and I have seen during 
RAID setups. 

 

Though it is not uncommon for enterprise computing to have large 
external-based storage (such as the fiber based IBM Total Storage® 
solutions), this paper will focus on the SCSI I/O controllers and internal disk drives that are shipped with a 
typical POWER5™ system like the OpenPOWER 720.  However, external SCSI storage that connects to 
the back of the SCSI cards in a Linux on POWER server will act in a similar manner as internal disks. 

�����
�������

RAID stands for Redundant Array of Independent (or sometimes Inexpensive) Disks.  RAID technology is 
used to store data across a group of disks.  That is to say, two or more disks work cooperatively to satisfy 
disk I/O requests.  These cooperative groups of disks are called disk arrays. Each disk array is seen by 
the operating system as a single logical volume. 

 

The major reason to implement RAID is for performance and redundancy.  The performance gains come 
from when disks inside arrays work in unison.  Because more disks are involved in the I/O operations 
(more disk arms usually increase performance), the operations are completed quicker.  Furthermore, 

Author's Note: 
�

Readers who are already 
familiar with RAID or the 
Linux on POWER boot 
process might find some of 
the following sections 
remedial; however 
understanding these 
sections is a foundation for 
some of the latter sections 
and allows for a more 
complete explanation of the 
topics themselves.  
Therefore, this document is 
designed to be read in order. 



 
�

RAID on Linux on POWER 

 
� �  

 
certain implementations of RAID can provide redundancy as data is written to multiple disks in the array 
providing a “backup” against corruption and data loss.  

 

There are two types of RAID: software and hardware RAID.  Each implementation has its own set of 
advantages and disadvantages.  As you might expect, software RAID is implemented at a software level, 
whereas the hardware RAID implementation requires special hardware.  Both software RAID (see 
Software RAID on page 11) and hardware RAID (see Hardware RAID on page 14) are discussed in 
greater detail in sections that follow. 

 

Within each type of RAID, there are different implementations of RAID.  Each of these implementations 
describes how the disk arrays work and what their features are.  For example, RAID 0 combines the 
capacity of two or more disks for a larger logical volume and faster I/O operations because more disk 
arms are involved.  The hardware RAID implementations supported on internal disks on the IBM® 
eServer™ iSeries™, eServer pSeries®, and eServer OpenPOWER™ servers are discussed in greater 
detail in the section Supported RAID types on page 18. 

�	������	�
	�������
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Having a firm understanding of the Linux on POWER boot process will help you when you need to 
configure RAID for your system.  In some cases and especially with software RAID, you can render your 
system unbootable based on how the RAID setup is done.  Before proceeding into the actual boot 
process, the following terms will prove to be relevant: 

�  PReP Partition  – A type of disk partition (type 41) that OpenFirmware is capable of dealing with.  
It should be marked bootable and typically will contain only the yaboot executable.  This type of 
disk partition is not mountable in Linux and should not contain confused with the /boot mount 
point or disk partition. 

�  /boot partition – The /boot partition can be its own separate disk partition or it can also be part of 
the larger root disk partition.  Where it resides is often determined by the user's preference or the 
default designation of the Linux distribution itself.  Typically the boot partition contains kernel 
images and their respective ramdisks (initrds). 

�  / partition (root file system) – The root file system is the top-level file system in Linux and 
typically contains system data and may or may not have more file systems mounted to it.  In 
reference to the upcoming discussion, it’s notable that /etc is part of the root file system. 

�  Yaboot  – Yaboot is the OpenFirmware boot loader.  Its purpose is to help load the kernel and 
pass options to the kernel so the system loads correctly.  A yaboot.conf file describes where to 
get the kernel and what options should be passed to it.  This file usually resides in the /etc 
directory.  For those of you who are familiar with Linux on Intel® platforms, yaboot is the 
POWERPC® equivalent of Grub or LILO.  You can find more information on yaboot at 
http://penguinppc.org/bootloaders/yaboot/ 
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For more related terminology, the following reference may be of some help: 
http://howtos.linux.com/guides/sag/g2999.shtml 

A simplified and yet typical single disk layout is described in Figure 1 .  It will be the premise for the 
following section which discusses the actual boot process.  I have kept the disk configuration to one disk 
to simplify the explanation of the boot process. 

 

 

 

One can debate about when the boot process technically starts when loading a kernel on a POWER5 
system.  For our purposes, I will consider the boot process to begin when Open Firmware takes over.  
The logical process is then as follows: 

1. OpenFirmware loads the yaboot binary 
(executable) from the PreP partition. 

2. After OpenFirmware loads the yaboot binary, 
yaboot begins looking for its configuration file.  
This file usually resides on the root file system as 
/etc/yaboot.config.  

3. After loading the yaboot configuration file, yaboot 
now knows where to get the kernel and the initrd (if 
needed).  Yaboot will now begin loading the kernel. 

4. During the kernel load, the kernel will load its initrd 
(ramdisk).  The way most distributions build their 
kernels, much of the hardware support will be in 
the ramdisk as modules.  The kernel will then load 
these modules so it can mount the root file system 

�
Figure 1. Simple, single disk layout 

Authors note:  
�

At the time of this writing, 
yaboot can only work with 
ext2, ext3, reiser, and fat 
file systems.  This means in 
a typical environment 
where /boot contains the 
kernels and its initrds and 
the root file system contains 
the /etc/yaboot.conf files, 
you cannot use the high 
performance file systems 
like JFS or XFS because 
yaboot will not be able to 
either load the yaboot 
configuration file or the 
kernels. 
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(as described in /etc/fstab) and continue its boot process. 

Any glitch in this boot process can make the system unable to boot or trigger kernel panic.  Not only does 
yaboot have to load properly, but it has to be able to find its configuration file and then in turn its kernels, 
initrds, and root file system.  As you will see later in the Software RAID section on page 11, these 
principles and limitations of yaboot will be a factor. 

�����
������	���
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If you research RAID or you are already an expert in the area, you know that RAID has many different 
implementations.  Whether software or hardware RAID, the definition of these RAID implementations (or 
levels) is the same.  Each RAID level is distinguished by the function it offers.  For the purposes of this 
paper, I will stick with the standard levels of RAID 0, 5, and 10.  The following sections describe these 
RAID levels in greater detail. 

 

������������������������� ���

RAID 0 is often referred to as a Data Striping RAID implementation.  Data striping is the process in which 
data is distributed to multiple drives within a RAID disk array with the intent to increase performance.  
Stripes are interleaved so that logical space is made up of alternative stripes from each drive.  RAID 0 
also allows the creation of large logical volumes which is also a benefit.  The Linux operating system sees 
a disk array as a single disk volume because the RAID is occurring at the hardware level.  For example, 
suppose that you use four 35 GB SCSI disks in a RAID disk array. Linux will see that array as a single 
disk that is roughly 140GB in size.  And assuming the disk array is the first “disk” to be recognized by the 
kernel, it will get a regular device name like /dev/sda.  So not only will the disk operations be faster but 
you were able to “grow” that 35GB disk size limitation to about 140GB. 

 

But because RAID 0 lacks the mirroring or parity options available in RAID 5 and 10 levels, RAID 0 
provides no data redundancy in the advent of a disk failure whatsoever.  If a single disk within a RAID 0 
arrays were to begin to experience errors or failure, the entire logical volume (and array) is apt to fail. 

Figure 2  describes the I/O write pattern for a three disk RAID 0 array.   
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RAID 5 delivers both performance gains and data redundancy.  It has the striping ability like RAID 0 but it 
also includes the ability to write parity.  This means that the data is still striped across two or more drives 
but other drives in the disk array store the parity information.  If a disk problem occurs in a RAID 5 array, 
the array can be reconstructed using the parity information on the disks combined with the data on the 
remaining disks.  RAID 5 disk arrays can tolerate a single disk failure and still run in a degraded mode. 

Because some disk space is being used for parity, some capacity is sacrificed for this redundancy 
function and therefore is not part of the total logical volume size.  In the the RAID 0  section on 7, you saw 
an example where four 35GB disks where striped into a single logical volume of about 140GB (4x35GB).  
If you had a four disk 35GB RAID 5 array, the total logical volume space would be about 106GB.1  The 
approximate formula for determining RAID 5 array capacity is as follows: 

Size of disk * (number of disks -1) = total capacity 

Figure 3  describes the data write pattern for a RAID 5 array. 

 

����������������������������������� �
1  Value determined by author after creating a 4 disk RAID 5 array, where each disk was about 35GB in size. 

�
Figure 2. RAID 0 data write pattern 
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Notice in Figure 3 that RAID 5 has to write I/O for both data and parity.  Actually, a RAID 5 I/O write 
operation requires two reads and two writes.  And RAID 5 still retains very good write performance.  The 
order of operations for such a task is as follows: 

�  Read current data. 

�  XOR the current and new data to get the change mask. 

�  Write new data. 

�  Read current parity. 

�  XOR the change mask against the current parity to obtain the new parity. 

�  Write the new parity. 

����������������������������� ���

RAID 10 uses mirrored pairs of disks to redundantly store data.  As with the other RAID levels, RAID 10 
requires at least two disks to be in the RAID array.  But unlike the other RAID levels, RAID 10 arrays 
require that disks also be allocated in pairs.  By using these mirrored disks, RAID 10 excels at read and 
write performance.  Besides performance, one of the major benefits is that a RAID 10 disk array can 
tolerate multiple disk failures as long as the disks are not on the same mirrored pair. Consider a RAID 10 
disk array that has a total of four disks (two pairs of two disks).  If two of the disks failed but were on 
different pairs, the array could continue to operate without data loss.  This is described in Figure 4 . 

�
Figure 3. RAID 5 data write pattern 
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Notice how either disk in the pair can fail and the disk array can continue to operate and you will only 
have a small read performance degradation.  

 

One of the perceived drawbacks of RAID 10 disk arrays is the total disk capacity is only 50%.  This can 
be attributed to the use of mirrored pairs. 

 

Figure 5  is graphical representation of the write patter for a four disk RAID 10 array. 

 

 

 

As you can see, data will be written on the first disk in the pair and then stripe mirrored to the second.  It 
will continue in this very logical pattern. 

�
Figure 5. RAID 10 write pattern 

�
Figure 4. RAID 10 array with multiple disk failures  
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Table 1 summarizes RAID 0, 5, and 10 factors.  The performance characteristics of the table are 
generalizations that have been found to be true in typical situations. 

 

RAID Level Data 
Redundancy 

Usable Disk 
Capacity 

Read 
Performance 

Write 
Performance 

RAID 0 (Striping) None 100.00% Very Good Excellent 

RAID 5 (Striping 
and Parity) 

Very Good 67% to 94%2 Very Good Good 

RAID 10 
(Mirroring) 

Excellent 
50.00% 

Excellent Very good 

Table 1. RAID Level Summary 

�
�� ���������

As its name implies, software RAID is a software implementation of RAID.  It is widely used because of its 
cost-effectiveness.  You do not need any special hardware to implement software RAID above and 
beyond normal I/O adapters and disks. The software RAID function is enabled through the kernel and the 
md kernel module (depending on the distribution).  There is almost always userland utilities that support 
and in some case enable the RAID function as well.   While the RAID function is available in the generic 
sense in the open source and mainline trees, each Linux distribution has a slightly different adoption. 

 

Both of the Linux on POWER distributions have GUI configuration tools that setup software RAID.  With 
SuSE, you can use their YAST tools to setup software RAID at install or post-install time.  On the other 
hand, Red Hat's disk druid utility, which can also configure software RAID, can only be run at install time3.  
Afterwards, you need to manually work with software RAID arrays and their definitions. 

 

The premise on how software RAID works is that you associate two or more disk partitions with each 
other.  This is another of the differences between typical deployments of software and hardware RAID.  
Hardware RAID arrays are typically made up of disks, whereas typical deployments of software RAID 
assign disk partitions to create the RAID array.  With software RAID, these disk partition “arrays” are 
associated with an md device. Figure 6  shows a very simple, yet usable software RAID topology for a 
non-Linux on POWER server. 

 

����������������������������������� �

2  RAID 5 capacity increases with the number of disks in the array. 

3  http://www.redhat.com/docs/manuals/enterprise/RHEL-4-Manual/sysadmin-guide/ch-software-raid.html 
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In Figure 6, there are two disks which have been partitioned exactly the same.  The disks will contain the 
/boot. /home, and / (root) file systems as well as some swap space.  In this setup, you would then 
associate sda1 and sdb1 as md0 and continue on for each file system.  These associations can be done 
in the distributions' GUIs and is usually stored in /etc/raidtab depending on the distribution.  

 

 In this configuration file, you list things like how many devices are in the array, which disk partitions they 
are, which md device you are assigning them too, and what RAID level you would like them to apply.  
Also notice however that swap is not participating in any RAID.  Many of the software RAID tutorials 
suggest not using an md device for swap space.  The most compelling reasons that I found include that 
swap is generally not mission critical enough that RAID would be needed for the sake of redundancy; 
however this may not be entirely true depending on your environment.  For example, if you are actually 
swapping during a drive failure, you could actually panic your kernel and the system could go down. 

 

As I hinted to in the Understanding the boot process section on page 5, you must have a firm 
understanding of the Linux on POWER boot process, especially if you want to implement software RAID.  
This is because of the transition from OpenFirmware to yaboot and then yaboot loading the kernel and 
initrd.  Reconsider Figure 1 on page 7.  It has a PreP, /, and swap disk partition.  You would think that you 
could make a hybrid of the Figure 1 and Figure 6 for a Linux on POWER system.  This assumption would 
be wrong.  A hybrid of these two figures with the addition of a /boot disk partition is figuratively 
represented in Figure 7 . 

 

�
Figure 6. Example software RAID topology not on a L inux on POWER server 

�
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Considering the setup in Figure 7 above, each disk partition on sda has a correlating disk partition on sdb.  
If these partitions were put together as md devices (using RAID 10 for example) then the system would 
be unbootable, because OpenFirmware cannot load the yaboot binary out of a software RAID device.  
Remember, software RAID is implemented in the kernel and the kernel has not loaded yet. 

 

If you were to correct the yaboot problem by not using software RAID between sda1 and sdb1, yaboot 
would load but then fail when trying to find its configuration file.  Just as with the previous failure and 
since software RAID is implemented in the kernel and the kernel has not loaded, yaboot cannot read the 
root file system to find /etc/yaboot.conf4.  One of the common approaches to working around this 
limitation and still having a software RAID file system is to create a small fat or extended disk partition 
immediately following the PreP partition.  In this small partition, you can create your /etc/yaboot.conf file 
system and that can be read by yaboot. 

 

If you were to make the aforementioned changes and create a small disk partition, yaboot can load its 
configuration files; however, the boot would still fail because yaboot could not load the kernel.  Because 
the kernels and initrds usually reside in the /boot filesytem (whether its own disk partition or not) and in 
this example /boot is an md device, yaboot would not be able to locate and load the kernel.  If you must 
use software RAID for your root file system, you should consider creating a separate disk partition for 
/boot that is not part of your software RAID setup. 

 

����������������������������������� �

4  In very recent improvements in the yaboot mainline source code, patches have been added that allow for yaboot to “see” into 
software RAID disk partitions. These improvements are included in Red Hat Enterprise Linux AS 4 Update 2 and allow for the 
yaboot.conf file and kernels to reside on a software RAID level 1 disk partition. 

 

�
Figure 7. Improper software RAID implementation for  Linux on POWER 

�
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While this may seem rather convoluted, most people who implement software RAID on any POWERPC 
systems including Linux on POWER recommend that you not attempt to use software RAID for the root 
file system.  Rather, they suggest that your data mount points use software RAID.  Consider Figure 8 : 

 

Figure 8 depicts a straight-forward use of software RAID.  Assuming that /home and /var are both 
important and performance sensitive, this implementation allows for redundancy and performance in 
/home and /var.   Furthermore, because the PreP, /boot, and / filesystens are not on md devices, you will 
not encounter yaboot related boot failures.  If you are intent on running a root file system with software 
RAID, consider checking out the SLES9 example listed in the next section. 

!��� ���������

Hardware RAID is often a compelling solution for Enterprise computing and its disk I/O.  One of its major 
advantages over an implementation like software RAID is that no software is required by the operating 
system to recognize the disk arrays because the RAID function occurs at the hardware level.  The real 
motivation for hardware RAID, however, comes down to performance and redundancy.  Hardware RAID 
provides performance by allowing these disk arrays to work in unison “as one disk.”  Unlike software 
RAID which uses some cycles from the CPU to perform the I/O, hardware RAID uses the co-processor 
found on the PCI card to perform this work thereby not taxing the CPU. 

The redundancy function comes from the RAID 5 or RAID 10 implementations.  RAID 5 arrays store the 
parity information (useful in rebuilding a failed array) and RAID 10 uses mirroring.  This helps protect 
against data corruption and lost data.  Depending on the type of RAID you select, you can even have a 
disk in an array suffer from a failure without having any data loss. 

The performance and redundancy capabilities of hardware RAID are described in more detail in the 
Supported RAID types on page 18. 

For all POWER5 systems, the RAID cards that support internal drives are all PCI-X adapters (insert 
footnote here).  They have the following features: 

�  Dual or Quad Channel, Ultra320 SCSI controllers that can produce up to 320MB/s speeds 

�
Figure 8. Commonly accepted implementation of softw are RAID 

�
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�  Hardware XOR DMA Engine with a non-volatile write cache 

�  Supports RAID levels 0, 5, and 10 

�  Disk arrays are bootable 

�  Supports external I/O devices like non-RAID disks, tape, and optical 

Table 2 describes the cards that can perform RAID on the internal disks for Linux on POWER at the time 
of this writing. 

Card 
Type 

PCI 
Form 

Factor 

Channel
s 

RAID 
Levels 

Support
ed 

Write 
Cache 
Size (in 

MB) 

Read 
Cache 
Size (in 

MB) 

Adapter FFC Recharg
e 

Battery 
Technol

ogy 

Cache 
Battery 
Pack 

Concurr
ent 

Replace
? 

Cache 
Battery 
Pack 
FFC 

2780 

Yes 

4 

0,5, and 
10 

Up to 
757(com
p) 

Up to 
1024 
(comp) 2527 

Lilon Yes 2D01 

5702 Yes 2 None 0 0 2522 None N/A N/A 

5703 
Yes 

2 
0, 5, and 
10 40 0 2523 

NiMH No 
2526 

5709 
No 

2 
0, 5, and 
10 40 0 2523 

NiMH No 
2526 

Table 2 PCI-X SCSI card hardware specifications 5 

In Table 2 on page 17, there are two cards worth more description.  The 5702 is a standard PCI-X SCSI 
adapter card but it lacks the RAID function.  It was included for completeness.  The 5709 is a PCI-X RAID 
enablement card.  It does not have the standard PCI form factor and differs from the other RAID cards in 
that it is a so-called “enablement” card.  It can only be used to enable RAID on an onboard SCSI adapter 
with attached disks.  Rather than plugging this adapter card into the standard PCI bus, you have to plug it 
into a special adapter slot.  On most of the POWER5 systems, this special slot is just underneath the 
faceplate cover.  

 

Also, because there are several backplane configurations that can be put into these servers, you should 
double check which configuration you are dealing with if you need to purchase a RAID card as an 
upgrade or if you are trying to implement RAID.  For example, on an eServer OpenPOWER Model 720 
server or eServer pSeries 550 server, you can have up to eight internal disks.  If you want to use RAID on 
all eight drives, several scenarios can occur.  The easiest is when all eight disks are on the same 
backplane and then connected to the internal SCSI-only (no RAID capability) onboard connector.  This is 
pictorially shown in Figure 9 . 

����������������������������������� �

�   The specifications for Table 2 were gotten from the PDF manual SA23-1327 found at 
http://publib16.boulder.ibm.com/pseries/en_US/infocenter/base/HW_scsi_adapters.htm 



 
�

RAID on Linux on POWER 

 
� ��  

 
 

Because the backplane only has one disk connector and that is connected to the onboard SCSI 
controller, the most straight-forward way to enable RAID on this box is by using the RAID enablement 
controller (5709) described in Table 2 on page 15. 

 

Another scenario is where the backplane is split into two.  One backplane controller can be connected to 
the onboard controller and the other can be connected to a PCI-X SCSI adapter card.  This sort of 
connectivity is described in Figure 10 . 

. 

�
Figure 9. All drives under one backplane and connec ted to the onboard controller  

�
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In this case, you would need the previously mentioned 5709 adapter card to enable RAID on the onboard 
disks and then you would need a RAID-capable PCI adapter like the 2780 or 5703 as described in Table 
2 on page 15. 

 

Another iteration on the previous configuration is where the backplane is split but does not connect to the 
onboard SCSI controller at all.  This is shown in Figure 11  below. 

 

�
Figure 10. Split backplane with onboard and PCI con nectivity 

�
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When the backplane is split and you want RAID function on all disks, you can connect each backplane to 
one or two PCI RAID cards.  But if you want to mix disks from each backplane into a single RAID array, 
you must connect the backplanes into a single PCI card.  For example, if you have a split backplane 
where both connect to PCI cards and you wanted a 5-disk RAID array, then the split backplane would 
have to connect to a single PCI-X RAID capable card.  If your disk arrays do not span backplanes, you 
can use multiple RAID adapters. 

����
�������������������
�������������������
�������������������
���������������� ���

The cards described in Table 2 on page 17 can support three different hardware RAID implementations: 
0, 5, and 10.  Each of the implementations has a distinct purpose, and in some cases, choosing the right 
implement can drastically impact the performance and exposure to downtime and data loss.  Table 1 on 
page 12 summarizes the RAID levels and generalizes aspects like data redundancy, usable disk 
capacity, and read and write performance. 

��"�	����"�	����"�	����"�	��� �� ������ �����������	��
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The PCI-X RAID cards that are listed in Table 2 on page 17 also posses advanced features.  These 
features include but are not limited to: 

�  RAID 5 disk arrays capacity can be increased by adding disks to the array. 

�  Background parity checking. 

�  Background data scrubbing. 

���������	
���	
����
����
������
����
����������
�� ��� ��

�
������

Figure 11. Both backplane connections connecting to  PCI-X adapters �
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�  Disks can be formatted to 522 bytes/sector which in turns provides Longitudinal Redundancy 

Checking (LRC) and Logically Bad Block checking. 

�  The use of hot spares in RAID 5 and 10 disk arrays. 

Hot Spares 

A hot spare is disk that is waiting in reserve in the advent of a disk failure.  If a disk fails in a RAID 5 or 10 
disk array, the failed disk is automatically removed from the array and substituted with a hot spare disk.  
The hot spare function is very handy because it not only keeps the disk arrays healthy and operating, but 
it can do this automatically without operator intervention.  A good example would be any sort of RAID 10 
array.  Figure 12  describes a RAID 10 pair where disk 2 has had a failure. 

 

In this case, disk 2 has failed.  Because there was a hot spare defined, the RAID adapter will remove the 
failed disk from the array and insert the hot spare as a replacement.  The existing data on disk 1 is then 
mirrored and striped to the new disk and not only do you preserve redundancy, but you then restore 
performance.  

 

In order to use hot spares, you must format the disks from JBOD format to 522 bytes/sector (as discussed 
in Example: Configuring a hardware RAID array on page 22).  Then hot spares must be “set aside” 
specifically for this function and cannot be used for anything else, unless they are removed from the hot 
spare “pool.”   You can use the IPR configuration tool to perform these actions, which is described in the 
section RAID configuration utility on page 20 and an example of how to use the utility is in section 
Example: Configuring a hardware RAID array on page 22. 

�
Figure 12. RAID 10 disk pair with failed disk and h ot spare 
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An application called iprconfig allows you to interact with the SCSI adapter cards.  With iprconfig, you can 
configure disk arrays, check the disk array's and adapter's health, format disks, and update microcode.  If 
you are using Red Hat Enterprise Server or SuSE Linux Enterprise Server, iprconfig is installed by default 
and is part of an RPM called iprutils.  At the time of this writing, Gentoo also has a package for iprutils.  
The iprutils homepage is http://sourceforge.net/projects/iprdd/.  As you can see in Figure 13 , iprconfig is 
a text based utility. 

 

Before you implement any RAID functions on your system, I recommend that you, at a minimum, resolve 
the following considerations: 

�  What RAID level (0, 5, or 10) do you plan on implementing? 

�  Does the disk backplane configuration interfere with the size and kind of disk arrays that you want 
to create? 

�  What is the maximum number of disks that you want to allocate the array? 

 

Neither RAID 0 nor RAID 10 allows you to extend the size of the disk array by adding disks to the array at 
runtime.  If you need more capacity in a RAID 0 or 10 scenario, you would need to create a new disk 
array and Linux would see this as a new logical volume (or SCSI device).  You could, of course, recreate 
the array with more disks assigned, but if that volume contains your root file system, you would likely have 
to reinstall your operating system.  Unlike RAID 0 and 10, you can increase the capacity of a RAID 5 
array by adding disks to the array; however, this will likely degrade performance of the RAID 5 array.  The 
reason for the degradation is that the RAID 5 array does not get re-striped across the new disk, so fewer 
arms are involved in the I/0 read and written on the newly added disks.  If you need to increase capacity 

�
Figure 13. Main screen in the iprconfig utility 
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of your RAID 5 array and you do not want to recreate the array with more disks, you should add several 
disks so that you get the benefit of the extra disk arms during striping.   
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In addition to iprconfig, there are a couple more pieces of software that support the SCSI RAID adapters.  
Enablement and support of the SCSI cards is delivered by the ipr kernel module whether the card is RAID 
capable or not.  For those running standard Linux on POWER distributions like Red Hat Enterprise Server 
and SuSE Linux Enterprise Server, the ipr module is part of their kernel sources and stock kernels or 
modules.  For those who running other distributions like Gentoo or Debian, the ipr module is part of the 
mainline 2.6 kernel trees. 

 

There are also three init daemons that should be running after the Linux operating system has booted.  
The init daemons are iprinit, iprupdate, and iprdump.  Like iprconfig, these daemons come as part of the 
iprutils RPM. 

 

The iprinit process initializes the SCSI card.  Among its functions, the most important is that it increases 
the performance capabilities of the card up to a maximum of 320MB/sec and enables tagged command 
query (otherwise known as TCQ). 

 

From the iprdump man page, “iprdump is used to gather information in the event of an adapter failure.  
The dump data will by default be saved in the /var/log/ directory with the prefix iprdump.# where # will be 
the dump ID of  the  file.  The iprdump utility will make a log in the system error log when a dump is taken.  
The iprdump utility can be started at any time and will properly handle adapters being dynamically added  
and  removed  from the system.” 

 

From the iprupdate man page, “iprupdate is used to update the microcode on IBM storage adapters and 
the disk units attached to them to a minimum supported level. It can be run at any time while the ipr 
device driver is loaded. The  utility will  check  the microcode revision level of each storage adapter/disk 
unit on the system and compare it to the microcode revision level that is installed in /etc/microcode.  If  
the  microcode  level  on  the adapter/device  is  below the minimum supported level and the level of the 
image is newer, the microcode will be updated.  It is desired that this be called in the boot process.” 

 

Lastly, adapter failures and disk problems are logged to /var/log/messages.  So it would be prudent to 
periodically watch that file.  Or you could setup an application like nagios (http://www.nagios.org/).  
Nagios is commonly used by administrators to monitor the health and performance of their systems and 
networks. 
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In this example, I will show you how to configure a RAID 5 disk array with 3 disks and one hot spare.  I 
choose RAID 5 for the sake of simplicity and for no other particular reason.  While a typical Enterprise use 
of a Linux on POWER server would likely use larger arrays and more hot spares, the example should be 
sufficient to show you how get the RAID configured.  Because hardware RAID requires no configuration 
by the Linux operating system, the example will end when the system is ready for operating system 
install.   

 

The basic steps for creating this type of disk array are as follows: 

�  Run iprconfig from bootable media 

�  Check the current state of the adapter and disks 

�  Format disks 

�  Create the disk array 

�  Add a hot spare 

�  Confirm your configuration 

 

In the following subsections, I will provide further detail on these steps and provide text and screen shots. 
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You should create your RAID arrays before you install the Linux operating system.  The Linux distribution 
you plan to install will dictate which bootable media you will need to obtain so that you can run iprconfig.  
For ease of use, I have chosen to use the iprconfig that ships on the SuSE SLES9 bootable CD-ROM.  
The Red Hat Enterprise Server v3 and v4 install CDROMs do not contain the iprconfig application.  If you 
are planning to install Red Hat and you want to create RAID disk arrays, you can use the AIX® 
Diagnostics CD-ROM.  The steps will remain exactly the same, but the screens might appear different 
and the numbered menu selections will also be different.  The installation CD-ROM  for Gentoo also 
contains the iprconfig application (http://www.gentoo.org). 

 

To run iprconfig from the SLES9 install CDROM, insert it into the CD-ROM drive and POWER up the 
system.  Be sure to tell the system to boot from the CD-ROM drive.  After SMS, you will be get a yaboot 
prompt similar to Figure 14 . 
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At the yaboot prompt, type 'install rescue '.  The 'rescue' parameter will tell the SuSE installer that you 
wish go to Rescue mode rather than the install program. Rescue mode is a command-line mode in which 
you can run different applications useful in servicing, recovering, or setting up your Linux installation.   

 

At the rescue mode command prompt, type 'udevstart ' which will make sure all of your disk devices are 
created in /dev.   

 

Next you should type 'iprconfig ' which will start the iprconfig application.  You will then see a screen 
similar to Figure 15 . 

 

�
Figure 14. Entering rescue mode with SuSE SLES9 boo table CDROM 
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From the main menu, select option 1 and you will get a screen similar to Figure 16 . 

 

In the above figure, you can see that this server has one PCI-X SCSI RAID adapter and four active disks 
connected to it.  Notice also that the adapter is defined as a RAID adapter.  An adapter that is not RAID 
capable will just be labeled “PCI-X SCSI Adapter.”  Since the disks and adapter are in good status, you 
now need to format the disks for usage in a RAID array. 

�
Figure 15. Main menu for the iprconfig application 

�
Figure 16. Displaying hardware status 
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Most disks are pre-formatted to 512 byte sectors, which is commonly referred to JBOD or Just a Bunch of 
Disks.  This is typically their defacto state when shipped or purchased separately.  However, disks in any 
RAID array must be formatted to 522 byte sectors.  This format is referred to as Advanced Function 
format.   

 

From the main iprconfig menu, select option 2 (Work with Disk Arrays) and then option 5 (Disks to format 
for Advanced Function (522)).  You will then be presented a screen like that seen in Figure 17 . 

 

You now need to select which disks you want to format to Advanced Function.  Because I am making a 
RAID 5 array with three disks, I have selected the first three disk.  But  I have added the fourth disk as 
well, because our scenario also includes a hot spare.  And remember that hot spare disks need to be 
formatted to Advanced Function.  Once you select all the disks you would like to format, you will then be 
prompted to confirm your selection which is reflected in Figure 18 . 

Figure 17. Select which disks to format to Advanced  Function 
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                                Figure 18. Confirm your selections 

 

After confirming your selections, the format process will begin.  While the disks are formatting, you will 
see a status screen such seen in Figure 19 . 

 

 

When the initialization of the disks is complete, you will be returned to the Work with Disk Arrays menu 
and you can continue on to creating the disk array. 

�
Figure 19. Disk initialization status 
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Now that the disks are formatted to Advanced Function, you can create the disk array.  From the Work 
with Disk Arrays menu, select option 2 (Create a disk array) which will prompt you select which adapter 
you want the array on.  This can be seen in Figure 20 .  

 

After selecting the adapter, the next screen will show you all the disks that you can add to the array.  
Remember, this is not a complete list of the disks on the adapter because it only shows disks that have 
the Advanced Function format.  Because the example RAID 5 disk array is going to have three disks, I 
have selected the first three disks available as seen in Figure 21 . 

 

�
Figure 20. Selecting an adapter for a new RAID arra y 
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When you are done selecting the disks to add to the array, the next screen allows you to set 
specifications for the disk array.  An example of this is seen in Figure 22 . 

 

 

As you can see in Figure 22 above, this is where you select the RAID level (labeled Protection Level ), 
Stripe Size, and Queue Depth.  When you are satisfied with your selections, you can press  Enter  to 
continue where you can then confirm your RAID setup.  When satisfied that you have your RAID array 
created properly, you should press Enter  to confirm and create the array.  As with the disk formatting 
phase, you will then see a status screen for creating the disk array.  Once the array has been completed, 
you will be returned to the Work with Disk Arrays  menu. 

�
Figure 21. Selecting disks to add to the disk array  

�
Figure 22. Specifying attributes of the disk array 
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You can now define (or create) a hot spare disk. 
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From the Work with Disk Arrays menu, select option 7 (Create a hot spare).  As with creating the disk 
arrays, the next screen will prompt you to select which adapter contains the disk(s) that you want to 
create hot spares with.  Figure 23  shows this. 

 

After selecting the hot spare adapter, you will be presented with a list of disks that are formatted to 
Advanced Function but are not already in an array .  Remember hot spare disks must be formatted to 522 
byte sectors before they can be declared as hot spares.  In this example, the adapter had a total of four 
disks and I have already assigned three to the RAID 5 array.  Therefore,  only one disk will be available 
as a  hot spare as seen in Figure 24 . 

�
Figure 23. Defining the adapter for hot spares 
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As with the earlier tasks, after you select the hot spare disks, you must confirm your choices.  
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In this example, I wanted to create a three disk RAID 5 array and use a fourth disk as a hot spare to 
protect against data loss.  For the sake of completeness, you should check to make sure your RAID array 
and hot spare was configured properly.  An excellent way to do this is to display the disk array status.  
This can be done by selecting option 1 from  the Work with Disk Arrays menu.  As you can see in 
Figure 25 , there is a three disk RAID 5 array that will be reflected as sda and a single hot spare. 

 

Figure 24. Designating a hot spare disk 
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You system is now ready for you to install a Linux on POWER distribution. 
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Using RAID in an Enterprise computing environment is good practice.  Depending on which RAID level 
you apply, you can see performance gains in your I/O operations as well as disk and data redundancy.  
You can implement both software and hardware RAID on a Linux on POWER server.  If you select to use 
software RAID, you will want a thorough understanding of the Linux on POWER boot process so you can 
design an effective software RAID implementation.  If you choose hardware RAID, you can configure the 
disk arrays with the iprconfig application. 
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These Web sites provide useful reference materials to supplement the information contained within this 
document. 

�  Linux on POWER ISV Resource Center  
ibm.com /servers/enable/linux/POWER 

�  Linux on POWER Architecture developer’s corner 
ibm.com /developerworks/linux/POWER 

�  IPR Linux device driver home 
http://sourceforge.net/projects/iprdd/ 
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�  For an excellent  generic description of software RAID on Linux: 
http://www.tldp.org/HOWTO/Software-RAID-HOWTO-11.html 

�
Figure 25. Displaying the RAID 5 disk array and hot  spare 
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�  For an example of configuring software RAID during a RHEL 4 install: 

http://www.redhat.com/docs/manuals/enterprise/RHEL-4-Manual/sysadmin-guide/ch-software-
raid.html 

�  A more complex solution for software RAID and yaboot for SLES 9: 
http://oss.gonicus.de/openPOWER/index.php/SUSE_SLES9_SP2_SW-Raid 
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�  The definitive source for hardware RAID on internal disks can be found in the PDF manual SA23-
1327 at the following URL: 
http://publib16.boulder.ibm.com/pseries/en_US/infocenter/base/HW_scsi_adapters.htm 
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