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Executive summary 
Physical database design is the single most important factor that impacts database 

performance. Physical  database design covers all of the design features that relate to the 

physical structure of the database such as datatype selection, table normalization and 

denormalization, indexes, materialized views, data clustering, multidimensional data 

clustering, table (range) partitioning, and database (hash) partitioning. 

Good physical database design reduces hardware resource utilization (I/O, CPU, and 

network) and improves your administrative efficiency. This, in turn, can help you 

achieve the following potential benefits to your business: 

• Increased performance of applications that use the database, resulting in better 

response times and higher end-user satisfaction  

• Reduced IT administrative costs, giving you the ability to manage a wider scope 

of databases and respond quicker to changes in application requirements 

• Reduced IT hardware costs 

• Improved backup and recovery elapsed time 

Figure 1 shows an illustration of a physical database system. The three heavy dark-boxed 

vertical rectangles indicate three distinct database instances. All other square or 

rectangular boxes represent storage blocks on disk. All symbols represent data values 

within the table (such as geography or month). 

In this example, a table has been hash-partitioned across three instances called P1, P2, 

and P3. The table has been range-partitioned by month, allowing data to be easily added 

and deleted by month. Indirectly, this also helps with queries that have predicates by 

month. Data within each table has been clustered using multidimensional clustering 

(MDC), and this serves as a further clustering within each range partition. The rows 

within the table are also indexed using regular row-based (RID-based) indexes. A 

materialized query table (MQT) is created on the table, which includes aggregated data 

(such as average sales by geography), which itself has indexing and MDC. 
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Introduction to physical database design 
Database design is performed in three stages:  

1. Logical database design: includes gathering of business requirements, and entity 

relationship modeling. 

2. Conversion of the logical design into table definitions (often performed by an 

application developer): includes pre-deployment design, table definitions, 

normalization, PK and FK relationships, and basic indexing. 

3. Post deployment physical database design (often performed by a database 

administrator): includes improving performance, reducing I/O, and streamlining 

administration tasks. 

Physical database design covers those aspects of database design that impact the actual 

structure of the database on disk, items 21 and 3 in the list above. Although you can 

perform logical design independently of the platform that the database will eventually 

use, many physical database attributes depend on the specifics and semantics of the 

target DBMS. Physical database design includes the following attributes:   

• Datatype selection 

• Table normalization 

• Table denormalization 

• Indexing 

• Clustering 

• MDC 

• Database partitioning 

• Range partitioning 

• UAV partitioning 

• MQTs 

• Memory allocation 

• Database storage topology 

• Database storage object allocation 

This paper covers all but “Database storage topology” and “Database storage object 

allocation,” which are covered in “Best Practices: Database Storage” white paper. This 

                                                           
1   This phase is variably referred to in the industry as logical database design or physical database design. It’s known as logical 
database design in the sense that it can be designed independent of the data server or the particular DBMS used. It is also often 
performed by the same people who perform the early requirements building and entity relationship modeling. Conversely, it is also 
called physical database design in the sense that it affects the physical structure of the database and its implementation. For the 
sake of this document we use the latter assumption, and therefore include it as part of physical database design. 
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white paper and others mentioned throughout this paper are available at the DB2 Best 

Practices website at http://www.ibm.com/developerworks/db2/bestpractices/. 

Physical database design is as old as databases themselves2. The first relational databases 

were prototypes (in the early 1970s). As relational database systems advanced, new 

techniques were introduced to help improve operational efficiency. The most elementary 

problems of database design are table normalization and index selection, both of which 

are discussed below. 

Today, we can achieve I/O reductions by properly partitioning data, distributing data, 

and improving the indexing of data. All of these innovations (which improve database 

capabilities, expand the scope of physical database design, and increase the number of 

design choices) have resulted in the increased complexity of optimizing database 

structures. Although the 1980s and 1990s were dominated by the introduction of new 

physical database design capabilities, the years since have been dominated by efforts to 

simplify the process through automation and best practices. 

The vast majority of physical database design features and attributes have the primary 

goal of reducing I/O use at run time. However, to a lesser degree, there are “physical 

design aspects” that help improve administrative efficiency and reduce CPU or network 

use. In addition, in the DB2 partitioned environment, the database design influences the 

degree of parallel processing, for example, parallel query processing. 

The best practices presented in this document have been developed with the reality of 

today’s database systems in mind and specifically address the features and facilities 

available in DB2 9.5. 

Assumptions about the reader 
It is assumed that you are familiar with the physical database design features described. 

Therefore, only a very brief description of each one is provided. The focus of this paper is 

on the best practices for applying these features. For details on each respective feature, 

refer to the DB2 product documentation. 

                                                           
2   The relational model for databases was first proposed in 1970 by E.F Codd at IBM. The first relational database systems to be 
implemented, using SQL and B+ tree, were IBM’s System R, in 1976, and Ingres at the University of California, Berkeley. The B+ 
tree, the most commonly used indexing storage structure for user-designed indexes, was first described in the paper “Organization 
and Maintenance of Large Ordered Indices” by Rudolf Bayer and Edward M. McCreight, 1972. 

http://www.ibm.com/developerworks/db2/bestpractices/
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Goals of physical database design 
A high-quality physical database design is one that meets the following goals:  

• Minimizes I/O 

• Balances design features that optimize query performance concurrently with 

transaction performance and maintenance operations 

• Improves the efficiency of database management, such as roll-in and roll-out of 

data 

• Improves the performance of administration tasks, such as index creation or 

backup and recovery processing 

• Minimizes backup and recovery elapsed time 
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Datatype selection best practices 
 

When designing a physical database, the selection of appropriate datatypes is an 

important consideration that should not be overlooked.  

 

Often, abbreviated or intuitive codes are used to represent a longer value in columns, or 

to easily identify what the code represents; for example, an account status column whose 

codes are OPN, CLS, and INA (representing an account that can be open, closed, or 

inactive).  

 

From a query processing perspective, numeric values can be processed more efficiently 

than character values, especially when joining values. Therefore, using a numeric 

datatype can provide a slight benefit. 

 

While using numeric datatypes might mean that interpreting the values that are being 

stored in a column is more difficult, there are appropriate places where the definitions of 

numeric values can be stored for retrieval by end users, such as: 

 

o Storing the definitions as a domain value in a data modeling tool such as 

Rational Data Architect, where the values can be published to a larger team 

using metadata reporting  

o Storing the definition of the values in a table in a database, where the definitions 

can be joined to the values to provide context, such as text name or description 

(tables that store values of columns and their descriptions are often referred to as 

reference tables or lookup tables) 

Another concern that is often raised is that, for a large databases, this storing of 

definitions could lead to the proliferation of reference tables. While this is true, if an 

organization chooses to use a reference table for each column that is used to store a code 

value, it is possible to consolidate these reference tables into either a single or a few 

reference tables. From these consolidated reference tables, virtual views can be created to 

represent the lookup table for each column.  

Example of virtual views that represent a lookup table for each 

column  
In the following diagram, the TCUSTOMER table has two columns that use code values: 

CUST_TYPE and CUST_MKT_SEG. In this scenario, a reference table is created for each 

column that uses a code, resulting in two reference tables, TCUST_TYPE_REF and 

TCUST_MKT_SEG_REF.  



Physical Database Design Page 12 

 

Table normalization and denormalization best 

practices 
Table normalization is the restructuring of a data model by reducing its relations to their 

simplest forms. It is a key step in the task of building a logical relational database design. 

Normalization helps avoid redundancies and inconsistencies in data; it is typically a 

logical data modeling exercise, whose outcome might be implemented in the physical 

design.  

There are a few goals for deploying a normalized design: 

• Eliminate redundant data, for example, storing the same data in more than one 

table. 

• Enforce valid data dependencies by only storing related data in a table, and 

dividing relational data into multiple related tables. 

• Maximize the flexibility of the system for future growth in data structures. 

Normalization 
The two or three dominant strategies for normalization are: 

• Third normal form (3NF), which is used in online transaction processing (OLTP) 

and many general-purpose databases, including enterprise data warehouses 

(also called atomic warehouses).  

• Star schema and snowflake, which are dimensional model forms for normalization, 

and are used heavily in data warehousing and OLAP. 

Specify non-enforced RI on FK columns to reduce table access for STAR JOINs without 

incurring the overhead of RI. 

 

Third normal form (3NF) 

3NF is a combination of the rules from first normal form and second normal form. The 

following rules are specific to 3NF:  

• Eliminate repeating groups. Make a separate table for each set of related 

attributes, and give each table a PK. 

• Eliminate duplicate columns and redundant data in each table.  

• Move subsets of columnar data that apply to multiple rows of a table into 

separate tables.  

• Create relationships between the tables by using FKs.  
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• Eliminate columns not dependent on keys. If attributes do not contribute to a 

description of a key, move them into a separate table. 

• Remove columns not dependent upon the PK. 

1NF, 2NF, and 3NF of database design 

The following diagrams demonstrate the first, second, and third normal forms of 

database design: 

Denormalized model: 

 

First normal form (1NF): 

 

To make the denormalized model comply with 1NF, the repeating group of data 

elements, the customer address lines, and the customer names were normalized into 

separate tables. 
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Star schema and snowflake models 

The star schema and snowflake models have become quite popular for data warehousing BI 

systems. The basis of star schema is the separation of the facts of a system from its 

dimensions. Dimensions are defined as attributes of the data, such as the location, or 

customer name, or part description, and the facts refer to the time-specific events related 

to the data.  

For example, a part description does not typically change over time, so it can be designed 

as a dimension. Conversely the number of parts sold daily varies over time and is 

therefore a fact. A star schema is called that because it is typically characterized by a 

large central fact table that holds information about events that vary over time, 

surrounded (conceptually) by a set of dimension tables holding the meta attributes of 

items that are referenced within the fact events. 

A snowflake is basically an extension of a star schema. In a snowflake design, the low 

cardinality attributes are often moved from a dimension table in a star schema into 

another dimension table and then a relationship is created between the two dimension 

tables. 

Denormalization 
In contrast to normalization, denormalization is the process of collapsing tables and, 

therefore possibly increasing the redundancy of data within a database. Denormalization 

can be useful in reducing the complexity or number of joins, and reducing the complexity 

of a database by reducing the number of tables. The primary goal of denormalization is 

to maximize performance of a system and reduce the complexity in administering the 

system. 

IBM Layered Data Architecture 
IBM Layered Data Architecture offers multiple levels of granularity. Each layer provides 

a different level of detail and data summarization appropriate to user needs, which users 

(analysts and executives) can access. As data ages, it rolls up through the layers (with 

more tables and less data per table). This architecture is designed specifically for mixed 

workloads, query performance, rapid incorporation of new data sources, and 

deployment of new applications. 

The layered architecture enables concurrent loading, query, archive and maintenance 

without compromising query performance. The multiple levels of data granularity are 

available for multiple types of analytics.  

Figure 2 shows the 5 layers (or floors) of the IBM Layered Data Architecture. 
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Index design best practices 
Indexes are critical for performance. They are used by a database for the following 

purposes: 

• Apply predicates to provide rapid look up of the location of data in a database, 

reducing the number of rows navigated 

• To avoid sorts for ORDER BY and GROUP BY clauses  

• To induce order for joins 

• To provide index-only access, which avoids the cost of accessing data pages 

• As the only way to enforce uniqueness in a relational database 

However, indexes incur additional hardware resources: 

• They add extra CPU and I/O cost to UPDATE, INSERT, DELETE, and LOAD 

operations 

• They add to prepare time because they provide more choices for the optimizer 

• They can use a significant amount of disk storage 

In DB2 database systems, a B+ tree structure is used as the underlying implementation 

for indexes. All data is stored in the leaf nodes, and the keys are optionally chained in a 

bidirectional manner to allow both forward and backward index scanning. If DISALLOW 

REVERSE SCANS is specified then the index cannot be scanned in reverse order.  

Clustering indexes 
Clustering indexes (also called special indexes) indicate to the database manager that data in 

the table object should be clustered in a specific order, on disk, according to the definition 

of the index. For example, if the clustering index is defined on a date key, then the DB2 

database manager will attempt to store, in the table object, rows with similar dates in 

ascending date sequence. 

The table in Figure 3 has two row-based indexes defined on it: 

• A clustering index on Region   

• Another index on Year  
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Data clustering and multidimensional clustering 

(MDC) best practices 
MDC is a technique for clustering data along more than one dimension at the same time. 

However, you can also use MDC for single-dimensional clustering, just as you can use a 

clustering index. An advantage of an MDC table is that it is designed to always be 

clustered. A reorganization is never required to re-establish a high-cluster ratio. 

To understand MDC, you must first understand some basic terminology: Cells are the 

portion of the table containing data having a unique set of dimension values—the 

intersection formed by taking a slice from each dimension. Blocks are the unit of storage 

equal to an extent size (one or more pages) that is used to store a cell. Your extent size 

specification determines the size of the block (or cell). 

Block indexes for MDC tables 
Unlike traditional indexes created by the CREATE INDEX syntax, which index each row 

in a table, MDC indexes the rows in the table by block, called block indexes. MDC block 

indexes are typically 1/1000th of the size of row-based indexes, and provide not only 

huge savings in storage for the index, but massive efficiencies on all block index 

operations (such as index scan, index ANDing, and index ORing). INSERT and UPDATE 

operations are also enhanced because the block index is only updated if a new cell is 

created.  

As shown in Figure 4, block indexes provide a significant reduction in disk usage and 

significantly faster data access: 
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Figure 5. A multidimensional clustering table (MQT) 

An MDC table defined with even just a single dimension can benefit from these MDC 

attributes, and can be a viable alternative to a regular table with a clustering index. This 

decision should be based on many factors, including the queries that make up the 

workload, and the nature and distribution of the data in the table. A high cardinality 

column is not a good choice for a single-dimension MDC because you will get a cell for 

each unique value. 

Maintaining clustering automatically during INSERT 

operations 
Automatic maintenance of data clustering in MDC tables is ensured using composite block 

indexes3. These indexes are used to dynamically manage and maintain the physical 

clustering of data along the dimensions of the table over the course of INSERT 

operations. When an insert occurs, the composite block index is probed for the logical cell 

corresponding to the dimension values of the row to be inserted. The block index is not 

updated unless a new cell is created. 

                                                           
3   A composite block index is automatically created and contains all columns across all dimensions. It is used to maintain the 
clustering of data over insert and update activity, and might also be selected by the optimizer to efficiently access data that satisfies 
values from a subset, or from all, of the column dimensions. 
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As shown in Figure 6, if the key of the logical cell is found in the index, its list of block ID 

(BIDs) gives the complete list of blocks in the table having the dimension values of the 

local cell. This limits the number of extents of the table to search for space to insert the 

row. 

 

Figure 6. Composite block index on YearAndMonth , Region  

Because clustering is automatically maintained, reorganization of an MDC table is never 

needed to re-cluster data. Also, MDC can reuse empty cells that result from the mass 

deletion of rows without a REORG. However, reorganization can still be used in rare 

situations to reclaim space. For example, if cells have many sparse blocks where data 

could fit on fewer blocks, or if the table has many pointer-overflow pairs, a 

reorganization of the table would compact rows belonging to each logical cell into the 

minimum number of blocks needed, as well as remove pointer-overflow pairs. 

Benefits of using MDC 
The value of MDC is profound. It improves complex query performance by 10 times in 

some cases and you can use it for roll-in and roll-out of data. Other benefits include the 

following ones: 

• MDCs are multi-dimensional. For example, data can be perfectly clustered along 

DATE and LOCATION dimensions; cells and ranges are created automatically as 

new data arrives. 

• MDCs can be used in conjunction with normal RID-based indexes, range 

partitioning, and MQTs. Index ANDing or ORing of block-based and RID-based 

indexes is a possible access path that can be chosen by the DB2 Optimizer. 

• MDCs are used with intra-query parallelism, DPF (shared nothing) parallelism, 

and LOAD, BACKUP, and REORG operations. 
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results in associated run time performance benefits for queries and minimal overhead for 

INSERT, UPDATE and DELETE operations. 

MDC provides features that facilitate the roll-in and roll-out of data: 

o MDC has much less block index I/O during the roll-in process because the block 

index is only updated once when the block is full (not for every row inserted).  

o Inserts are also faster because MDC reuses existing empty blocks without the 

need for index page splitting.  

o Locking is reduced for inserts because they occur at a block level rather than at a 

row level.  

o There is no need to REORG data after roll-in and roll-out. 

MDC storage scenario 
You want to create an MDC for a Transaction Fact on Date, Product Name, and Region. 

Here are some variables to consider for the MDC creation: 

• There are 365 days in a year 

• There are 100,000 products for company XYZ 

• There are 10 regions for company XYZ 

 

Initial MDC creation 

If the MQT was created strictly on the Date, Product and Region column, there would be 

1,000,000 new cells created daily (1 x 100,000 x 10) and 365 million cells per year 

(previous x 365). 

In regions where transactions are low, there will be a lot of sparse pages, and even empty 

pages. This could lead to a lot of unnecessary space being used by allocating so many 

cells (pages) to contain this block of data. This is not good. 

Improving the creation of the MDC 

Use functions to coarsify and limit MDC cardinality. For example: 

• If you use the month function on the Date, you would have 12 results per year 

• If you substring the Product name to pick the first character of the Product name, 

you could have 26 potential results 

• Leave Region as is with 10 results 

Using the recommendation in this scenario, every year, the MDC would have 12*26*10 = 

3210 cells or about 8-9 cells per day. This would eliminate the scarcity of data on many of 
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the pages, and provide a reasonable cardinality for the MDC to be effective in providing 

a performance benefit. 

MDC run time overhead and benefit considerations 
MDC is designed to provide large performance benefits for queries and improvement for 

many DELETE scenarios. Even so, MDC tables do incur overhead over non-clustered 

tables, while offering significant performance benefits over tables that are clustered using 

a clustering index. Consider first the overhead of MDC versus an unclustered table:  

• INSERT operations on a non-clustered table access each index to add a reference 

to the inserted row. In contrast, INSERT on an MDC table requires an initial read 

to the MDC composite block index in order to determine to which cell and block 

the row belongs, followed (after the insert on the table) by access to each index in 

order to insert a reference to the row. (Clustering indexes incur a similar 

overhead).  

• If the MDC table includes a generated column to coarsify one of the dimensions, 

every INSERT will incur a small processing overhead to compute the generated 

value for that column as all generated columns in DB2 are fully materialized, that 

is, calculated and stored within the row.  

However, when compared to a table clustered with the use of a clustering index, MDC 

offers significant performance advantages: 

• Index maintenance is dramatically reduced during INSERTs compared to the 

processing required for a clustering index, as the DB2 database manager only 

updates the block index when the first key is added to a block—unlike a RID-

index where every single inserted row to the table requires an update to all 

indexes. That is, if there are 1000 rows per block, the rate of index updates is 

1/1000th what it would be for a RID index.  

• The index update is cheaper, because the index is smaller and therefore has 

fewer levels in the tree. Fewer levels in the B+-tree means less processing to 

determine the target leaf page for the index entry.  

In both cases, whether clustered by a clustering index or by MDC, the DB2 database 

manager will access the index (clustering index of the block index) during INSERT to 

determine the target location of the row. Again the index is much smaller, and the height 

of the tree usually shorter resulting in a faster search. 

Determining when to use MDC versus a clustering index  
MDC provides huge value over a clustering index because the clustering is guaranteed 

and automatic. In general you can achieve cluster ratios with MDC anywhere between 

93%-100% depending on the coarsification needed. In contrast, clustering indexes can 

cluster data close to 100% initially, but becomes declustered over time, and might require 

time-consuming REORG to recluster the data. In general, use MDC to create and 

maintain data clustering in your database unless:  
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Database partitioning (shared-nothing hash 

partitioning) best practices 
Database partitioning is a technique for horizontally distributing rows in the database 

across many database instances that work together to form a single large database server. 

These instances can be located within a single server, across several physical machines, or 

a combination. In DB2 products, this is called the Database Partitioning Facility (DPF). 

Database partitioning allows the DB2 database manager to scale to hundreds of instances 

that participate in the larger database system. The scalability of this design can approach 

near linear scaleout for many complex query workloads. As such, database partitioning 

has become extremely popular for data warehousing and BI workloads due to its near 

linear scaleout characteristics and its ability to scale to hundreds of terabytes of data and 

hundreds of CPUs. The architecture is less popular for OLTP processing due to the inter-

instance communication incurred on each transaction, which though small, can still be 

very significant for short running transactions typically found in OLTP workloads. DPF 

might be used for OLTP applications that require a cluster of computers for throughput. 

Shared-nothing hash partitioning hashes rows to logical data partitions. The primary 

design goal of hash distribution is to ensure the even distribution of data across all 

logical nodes (as range partitioning tends to skew data). These partitions might reside 

within a single server or be distributed across a set of physical machines, as shown in 

Figure 9: 

 

Figure 9  Table hash-partitioning 
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The scalability of shared-nothing databases has proven to be nearly linear for a wide 

range of complex query workloads. Also, the modular nature of the design lends itself to 

linear scaleout as storage pressures, workload pressures, or both grow. As a result, 

shared-nothing architectures have dominated data warehousing for the past decade. 

Database partitioning is implemented without impact on existing application code, and is 

completely transparent. Partitioning strategies can be modified online with the 

redistribution utility without affecting application code. 

The primary design choice is determining which columns to use to hash partition each 

table that comprises the database-partitioning key. The goals are twofold: 

1. Distribute data evenly across database partitions. This requires choosing 

partitioning columns that have a high cardinality of values to ensure an even 

distribution of rows across the logical partitions.  

2. Minimize shipping of data across database partitions during join processing. 

Collocation of rows being joined will occur (avoiding movement) if the 

partitioning key is included in the WHERE clause.  

Another central problem in designing shared-nothing data warehouses is determining 

the best combinations of memory, CPUs, buses, storage capacity, storage bandwidth, and 

networks. How much or how many do you need of each of these? 

To help solve this problem, IBM provides the IBM Balanced Warehouse™, which is 

based on DB2 database system’s shared nothing architecture. It was developed through 

IBM best practices used for successful client implementations. 

Balanced Warehouse and Balanced Configuration Units (BCU) 
The Balanced Warehouse combines building blocks known as Balanced Configuration 

Units (BCU). These building blocks are preconfigured, pre-tested, and tuned for 

performance to provide an ideal volume and ratio of system resources. The BCU 

combines the best practices for database configuration and hardware components to 

greatly simplify warehouse setup and deployment. Scores of best practices for resource 

ratios and database configuration have been incorporated into the Balanced Warehouse.  

Figure 10 shows the various Balanced Warehouse offerings for 2007 and 2008. 5  You can 

see that the Balanced Warehouse currently offers three classes of offerings, C, D and E. 

These three classes offer increasing power and scalability to the solution. The C class is an 

entry level offering intended for SMB markets, or systems integrators that can be 

contained in a single server. D and E class offerings scale out to much larger 

configurations using DB2 database partitioning capabilities. 

 

                                                           
5    For an up-to-date version of the Balanced Warehouse offerings refer to the Balanced Warehouse web pages online at: 
http://www.ibm.com/software/data/infosphere/balanced-warehouse/ 
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Table (range) partitioning best practices 
Table partitioning should be used predominantly to facilitate improved roll-in and roll-out 

of data. It enables an administrator to add a large range of data (such as a new month of 

data) to a table, en-masse, and perhaps more importantly it allows an administrator to 

remove data from a table, or from the database, en-masse, almost in an instant (without 

data movement). 

DB2 database systems' unique asynchronous index-cleanup technology means that even 

while using global indexes that index data across several range partitions, a range can be 

detached from the table, and the index keys associated with that range become 

immediately invisible to incoming queries. The keys are subsequently deleted quietly in a 

background process with negligible impact to the executing database workload.  

Table partitioning also offers side benefits of increased query performance through an 

internal process called partition elimination, which, in many cases, enables the query 

compiler to select improved execution plans. This is a secondary benefit of table 

partitioning. 

Furthermore, table partitioning enables the division of a table into several ranges that are 

stored in one or more physical objects within a database logical partition. The goal of 

table partitioning is to logically organize data to facilitate optimal data access and the 

roll-out of data. The division of the table into ranges is transparent to the application, and 

can therefore be designed at any point in the application development cycle. 

See “Best Practices: Data Life Cycle Management” white paper for more details on table 

partitioning. Other attributes and features of table partitioning include the following 

ones: 

• Each range can be in a different table space 

• Ranges can be scanned independently 

• Performance for certain BI-style queries is improved through partition 

elimination 

• New ALTER ATTACH/DETACH statements for easier roll-in and roll-out of 

data:  

o New ATTACH operation for roll-in 

o New DETACH operation for roll-out 

• SET INTEGRITY is now online (allowing read/write access to older data) 

• For new ranges, ADD plus LOAD operations can be used over ATTACH plus 

SET INTEGRITY operations 
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UNION All View (UAV) partitioning best practices 
Prior to the availability of DB2 9 table partitioning, applications often had a requirement 

to partition data by ranges. By creating a table for each range with the appropriate 

constraints, DBAs were able to provide a single system view by the creating a UAV for 

all the tables. For example: 

Create Table TestQ1  (Col 1 date)  
Alter Table TestQ1 
add constraint q1_chk 
 (month(dt) in (1,2,3) 

 

Repeat the table create/constraint for each quarter: 

Create View Test as 
Select * from TestQ1 
Union 
Select * from TestQ2 

 

Table partitioning provides a single view of the table to the compiler and optimizer. This 

allows more aggressive predicate push-down to the different ranges than UAV, and a 

more consistent model for partitioning data. Table partitioning is the recommended 

method for implementing range-based partitioning for most application requirements. 

 

NOTE: UAVs are not a parallel processing method for dividing work across CPUs. The 

DB2 Database Partitioning Facility (DPF) should be used for that purpose (see the 

discussion on “Database partitioning”).  

 

As with Table partitioning, you can use UAV to store ranges of data in distinct table 

spaces, providing granularity for BACKUP operations (see the discussion on “Table 

partitioning”).  

 

The advantages of the UAV design predominantly revolve around the ability to operate 

on some ranges independent of others, or to design some ranges with unique attributes. 

Conversely table partitioning provides a homogenous view of a range-partitioned table. 

Although table partitioning is generally preferred, there are advantages to UAVs:  

• For replication: Historical tables in UAVs can be compressed. (Use UAVs when 

replication is needed on certain ranges of data, while other ranges that do not 

require replication can benefit from compression.) 

• UAVs are utilized to reduce the granularity of utility operations (such as REORG 

and RUNSTATS). Utilities can operate on a given table containing a range. 

 

NOTE: REORG is commonly the most important of these. This is valuable when 

ranges are changing frequently requiring reclustering or recompression of a 

range. UAVs allow this operation to be performed on the subset of ranges that 
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require it. DB2 9.5 has automatic dictionary rebuild for table partitioning, 

alleviating the need to REORG a new range for compression. 

• Heavily used ranges can be isolated into separate tables containing additional 

indexes or MQTs to optimize data access. 

 

• UAVs provide end users with a single view of federated data (stored in multiple 

IBM or non-IBM databases). A UAV can provide a single view of data across 

several databases. 

 

Table partitioning provides the following advantages over the UAV partitioning 

approach: 

• Preparation time is faster (one table instead of multiple tables in a view) 

• Simpler management (one table, not multiple tables) 

• Less catalog locking for roll-in and roll-out of ranges 

• Unique indexes across all ranges supported  

• Better handling of complex queries 

• Simpler EXPLAINs (using the explain facility) 

Migrating UAVs to table partitioning 
The migration of UAVs to table partitioning can be achieved without data movement by 

following this procedure: 

1. Create a partition table with a single dummy partition and with a range that does 

not interfere with existing ranges. This requires the same page size and extent 

size. 

2. ALTER ATTACH all tables in the UAV. 

3. Drop the dummy partition. 

4. Run SET INTEGRITY after all TABLE ATTACH commands. To speed up set 

integrity: 

a) Drop all indexes. 

b) Recreate indexes after SET INTEGRITY completes. 

 

Use the following UAV partitioning best practices: 

• Use database partitioning to achieve scalability, rather than UAVs.  

• As with table partitioning, use UAVs in order to place ranges of data in distinct 

table spaces, improving BACKUP granularity.  
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Database partitioning, table partitioning, and MDC in 

the same database design best practices 
Database partitioning, table partitioning, and MDC can be implemented simultaneously 

in the same design. 

• Database partitioning can be implemented to help achieve scalability and to 

ensure the even distribution of data across logical partitions. 

• Table Partitioning can be implemented to facilitate Query Partition Elimination 

and roll-out of data. 

• MDC can be implemented to improve Query Performance and facilitate the roll-

in of data. 

This is a best practice approach for deploying large scale applications. 

For example: 

CREATE TABLE TestTable 
  (A INT, B INT, C INT, D INT …) 
  IN Tablespace A, Tablespace B, Tablespace C … 
  INDEX IN Tablespace B 
  DISTRIBUTE BY HASH (A) 
  PARTITION BY RANGE (B) (STARTING FROM (100)      ENDING (300)  
EVERY (100)) 
  ORGANIZE BY DIMENSIONS (C,D) 

 

See “Best Practices: Data Life Cycle Management” white paper for more details. 

 

To deploy large scale applications, implement database partitioning, table partitioning, 

and MDC in the same database design. 
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Roll-in and roll-out of data with table partitioning 

and MDC best practices 
Design your partitioning strategy to use table partitioning for your roll-out strategy and 

to use MDC on a single dimension for your roll-in strategy. 

For example, if you roll-in daily and roll-out monthly, specify an MDC on day and a 

Table Partition Key for month (calculated values are supported). 

This approach reduces the number of table partitions and eases the DBA administrative 

tasks. It takes advantage of the roll-in features of MDC: reduced index I/O with block 

indexes and reduced logging. 

See “Best Practices: Data Life Cycle Management” white paper for more details. 

 

Use table partitioning for roll-out, and MDC on a single dimension for roll-in.  


