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Executive Summary 
The objective of this document is to communicate best practices for the use of DB2’s Deep 

Compression solution. Compression allows you to use less data pages to store table data. 

The benefits you can realize from using these best practices include the following 

features: 

• Your data consumes less storage 

• Your data consumes storage at a slower rate 

• Your database performance improves, depending on your environment. 

Also mentioned in this document is how deep compression (or data row compression or 

table compression) fits within the context of a larger storage strategy, which includes 

value compression and backup compression. This discussion includes best practices for 

implementing data row compression including the use of the automatic dictionary 

creation (ADC) feature in DB2 Version 9.5.  

IBM customers using the deep compression feature and these best practices have 

experienced reductions in the size of their databases of up to 50 percent and greater along 

with improvements in application response time as high as 30 percent. 
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Overview of Compression 
There are two requirements to make a table ready to compress data: 

• First you must make a table eligible for compression. This is done by creating or 

altering a table and using the COMPRESS YES clause. 

• Second you must build a dictionary of values or symbols from the table that will 

be compressed. Depending on the release of the DB2 product you use, there are 

different means to build the compression dictionary. 

Once these two requirements are satisfied, data inserted or updated in the table can be 

compressed. 

Each table object has its own compression dictionary. This means that a compression 

dictionary is created for each data partition whether it is a range (or table) partition or a 

distributed data (or database) partition. The effectiveness of the compression achieved is 

dependent on the data specific to the partition and the compression dictionary created 

for the partition.  

Building the compression dictionary 
There are different ways to build the compression dictionary based on the version and 

release level of the DB2 products you are working with: 

• DB2 Version9.1: The primary method is by reorganizing the table. Compression 

dictionaries are explicitly created and managed through the 

RESETDICTIONARY and KEEPDICTIONARY directives of the classic or 

‘offline’ REORG TABLE command. A secondary method is through the use of 

the INSPECT utility where you can create the compression dictionary online 

provided the table COMPRESS attribute is set to YES and no dictionary yet exists 

in the table data object. 

• DB2 Version 9.5: In addition to using table reorganizations and the INSPECT 

utility, compression dictionaries can be automatically created as part of table 

growth operations. As a table grows to beyond two megabytes in size, automatic 

dictionary creation (ADC) is triggered on the initial table data. Explicit 

compression dictionary management is also available via LOAD REPLACE with 

the RESETDICTIONARY and KEEPDICTIONARY options. 
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Choosing candidate tables for compression 
You need to examine your database to determine which tables within the database might 

be candidates for compression. Data compression is about saving storage initially (on 

existing uncompressed tables) and about optimizing storage growth in the future. Your 

storage “pain points” can be found in existing tables within your database, in tables 

where you anticipate increased growth over time, or both. 

Naturally, the largest tables will be easy candidates for selection to be compressed, but 

do not overlook smaller tables. If you have hundreds or thousands of smaller tables, you 

may find a benefit resulting from the aggregate effect of compression over many smaller 

tables. “Large” and “small” tables are relative terms: your database design will 

determine whether tables of a million or several million rows are “large” or “small”. 

The following example uses the recommended SQL administration function 

ADMIN_GET_TAB_INFO to return an ordered list of all your table names and table data 

object sizes for a particular schema: 

SELECT TABNAME, DATA_OBJECT_P_SIZE FROM TABLE 
(SYSPROC.ADMIN_GET_TAB_INFO(‘schema_name’,’’)) AS T  ORDER BY 
DATA_OBJECT_P_SIZE 

This function can be used after compressing your tables to see what the actual reduction 

in table size is (in kilobytes) as well as what the size of the compression dictionary is. If 

the DICTIONARY_SIZE is NULL, then that particular data partition does not have a 

compression dictionary and no data records in that data object will be in compressed 

format. 

Small tables under a few hundred KB may not be good candidates for compression 

because the space savings that can be achieved may not offset the storage requirements 

of the data compression dictionary (approximately 100 KB. The dictionary is stored 

within the physical table data object itself. As a rule of thumb, consider compressing 

small tables which are 1 MB and larger.  

Once you have determined which tables from the database are candidates for row 

compression, you should determine which method each table will use to implement data 

compression. 

You should consider the typical SQL activity against the data in the table. Tables that are 

read-only are great candidates for compression. If the table experiences only some 

updates, it is likely to be a good candidate. Tables that undergo heavy updates may not 

be as good candidates for compression. Tables with a read/write ratio of 70/30 or higher, 

are excellent candidates for compression. Consider using a test environment to 

benchmark or assess performance when compression is in effect in your environment. 

Complex queries tend to manipulate rows sequentially. With row compression, every 

data page can now contain more rows. Thus, the workload queries on a data compressed 

table need fewer I/Os to access the same amount of data. Moreover, buffer pool hit-ratios 
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are improved with more (compressed) data rows residing on a data page. This leads to 

performance improvements. For queries that handle data in a less sequential fashion 

because the result set is made up of few rows (as in an OLTP environment), the 

performance benefits of row compression might not be quite as great. 

Row compression performs it’s best in I/O bound environments. CPU cycles are required 

to perform row compression and expansion. Extra CPU cycle usage can be offset by 

efficiencies gained in doing fewer I/Os. This feature works very well on decision support 

workloads composed of complex select queries where I/O access is mostly sequential and 

less random. 

Following the implementation of compression, user data written to log records as a result 

of INSERT, UPDATE, and DELETE activity will be smaller. However, it is possible that 

some UPDATE log records are larger when compressed than when not using 

compression. When a compressed row is updated, even if the uncompressed record 

lengths do not change, the compressed images can. A different number of symbols may 

be used to represent the updated version of the row.  

Besides compression, there are some things you can do to minimize log space 

consumption. Minimize log space consumption by grouping together columns that are 

updated more frequently and place them at or near the end of the record definition. For 

more information about column placement, see the DB2 Version 9.5 Information Center 

at 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.db

obj.doc/doc/c0024496.html. 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0024496.html
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0024496.html
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Estimating compression ratios 
In DB2 Version 9, you should use the INSPECT ROWCOMPESTIMATE utility to 

estimate the storage savings benefit for each existing candidate table before compressing 

the table’s data.  

Run the INSPECT command with the ROWCOMPESTIMATE clause to create the 

compression dictionary and estimate the storage savings, placing the results in a 

compression estimate report. If the table has not been enabled for compression, the 

compression dictionary is created but not stored in the table. If the table has been enabled 

for compression, and no compression dictionary exists in the table, running the INSPECT 

command with the ROWCOMPESTIMATE clause creates the compression dictionary 

and stores it in the table. More on this method of compression dictionary creation is 

discussed later in this paper. 

To estimate the compression ratios of a table not enabled for compression, perform the 

following steps: 

1. Enter the following command: 

DB2 INSPECT ROWCOMPESTIMATE TABLE NAME table_name R ESULTS KEEP 
file_name 

2. Then run the following command: 

db2inspf file_name output_file_name 

The db2inspf command converts the binary output file of the inspect results into a 

readable text file named ‘output_file_name’. This file contains the estimated percentage of 

data pages saved by using row compression. 

In DB2 Version 9.5, you should use the SQL administration function 

ADMIN_GET_TAB_COMPRESS_INFO to estimate compression savings. To determine 

the benefits of row compression on a given table without actually compressing the table, 

you can use the SQL statement: 

SELECT * FROM TABLE(SYSPROC.ADMIN_GET_TAB_COMPRESS_INFO(‘schema’, 
‘table_name’, ‘mode’)) AS T 

Within this SQL statement, mode can be either ‘REPORT’ or ‘ESTIMATE’. 

You will want to use the ‘ESTIMATE’ mode to generate an estimation of the table storage 

savings you would get if you compressed the table. The results are similar to what is 

obtained using the ROWCOMPESTIMATE option of the INSPECT utility. Using the 

RUNSTATS command and the SQL administration function 

ADMIN_GET_TAB_COMPRESS_INFO with the ‘ESTIMATE’ mode is a good way to 

evaluate the effectiveness of compression as you add to or change your data.  
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If you use ‘REPORT’, you can see what information was used when the compression 

dictionary was created. The information also includes the number of pages saved by 

compression, when the dictionary was built, what method was used to create the 

compression dictionary, and the average compressed row length. 

Depending on a table’s average row size it may be important for the database design to 

use large row identifiers (RIDs). Regular RIDs have a limit of about 255 rows per page. 

This record limit can be more easily reached when data row compression is enabled. A 

table’s average row size can be acquired from the column AVGROWSIZE in 

SYSSTAT.TABLES. This field is populated by the RUNSTATS utility. 

In DB2 Version 9, you should use the INSPECT command with the 

ROWCOMPESTIMATE clause to determine if you should use large RIDs when 

compressing your data. If the results show that the estimated value of the percentage of 

pages saved by compression is less than the estimated value of the percentage of bytes 

saved by compression, then you should consider using large RIDs with the tables to be 

compressed. 

In DB2 Version 9.5, you should use the SQL administration function 

ADMIN_GET_TAB_COMPRESS_INFO to determine if you should use large RIDs when 

compressing your data. Using the 'ESTIMATE' mode with this function will give you 

information concerning the estimated compression savings. One of the columns returned 

by this function is the AVG_COMPRESS_REC_LENGTH with the value of the 

compressed average row size. If this value is smaller than the minimum record length for 

the page size used (see chart below), then there could be storage benefits when using 

large RIDs with data row compression. 

When working with REGULAR table spaces (that allow only regular RIDs), any record 

below the minimum record length will be logically padded up to this minimum record 

length when stored in the data page. That is, a data row may be physically smaller than 

the defined minimum record length but the amount of space it consumes on a page 

would be counted as the minimum record length in such cases. The institution of a 

minimum record length coupled with a regular RID, dictates the maximum number of 

records that can be fit into a data page. These values are summarized in the following 

table: 

Data Page Size 

(bytes) 

Minimum Record 

Length 

(bytes) 

Maximum Number of 

Allowed Records  

(with small RIDs) 

4096 14 251 

8192 30 253 

16384 62 254 

32768 127 253 
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Using large RIDs allow the possibility of more rows per page. The limit on the maximum 

number of allowed records per data page size is increased with the use of large RIDs. 

Also, large RIDs allow for tables to be larger (more pages, more rows, or both). Large 

RIDs are only available with DMS table spaces created or converted to be a LARGE type. 

The administrative table function ADMIN_GET_TAB_INFO can also be used to 

determine which tables have been enabled for large RIDs. 

If you choose specific tables, you can reduce the time needed to gather information on 

the table, which also limits the use of your system’s resources. If you omit the ‘table_name’ 

when you run this SQL statement, you get a compression estimate for all of the tables in 

the given ‘schema_name’. If you omit both the ‘schema_name’ and the ‘table_name’, you get 

a compression estimate for all tables within your database. 

The SELECT SQL statement using the SQL administration function 

ADMIN_GET_TAB_COMPRESS_INFO shown above also helps you to determine which 

tables you might want to compress. You can select the table names and the percentage of 

pages saved through compression for all tables in a given schema, then use an ORDER 

BY clause on the percentage saved to find which tables benefit the most from 

compression. If you use this information in conjunction with the actual size of data object 

as returned by the ADMIN_GET_TAB_INFO table function, you will have a good idea 

what your actual table space storage savings will be from implementing data row 

compression. 
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Compression using table reorganization 
Once you decide which tables you want to compress, one method to compress them is to 

enable the table for compression and then use the classic or ‘offline’ table reorganization 

command to explicitly build the compression dictionary. 

When a compression dictionary is being built, a 10 MB temporary in-memory buffer is 

allocated from the utilities heap in order to hold data records that are sampled by the 

algorithm used to create the compression dictionary. Once the dictionary is created this 

memory is released. 

All data rows that exist in the table are sampled as part of the building of the 

compression dictionary. Optimal compression dictionaries and hence compression ratios, 

are achieved when the compression dictionary is built from an inclusive sample set. 

Table reorganization (and INSPECT) build a dictionary based on all table data and thus 

produces the most optimal dictionary. 

Two new keywords are added to the REORG TABLE command to facilitate the 

compression dictionary creation:  

• The default keyword KEEPDICTIONARY checks to determine if a dictionary 

already exists in the table. If a compression dictionary already exists, it will be 

reused during the reorganization of the data in the table.  

• The keyword RESETDICTIONARY is a directive to build a new compression 

dictionary if one does not exist and to replace the compression dictionary if one 

already exists. 

Classic table reorganization is a shadow copy approach. When compression is enabled 

the storage requirements on the shadow copy are reduced by the estimated size of the 

compression savings. 

In a range partitioned table environment each range is reorganized serially. As such, the 

overall shadow copy storage requirements are determined by the size of the largest table 

range and not the size of all the data on the database partition.  

See the “Best Practices for Data Life Cycle Management” white paper for related 

information on range partitioned tables. This white paper and other best practice white 

papers are available at the DB2 Best Practices website at 

http://www.ibm.com/developerworks/db2/bestpractices/. 

In the event that you want to reorganize your table and re-cluster it according to a 

particular index, the REORG utility can accomplish this by applying a scan-sort or an 

index-scan method. The database manager uses the scan-sort method by default when an 

index is specified in the REORG command. This involves scanning the table and sorting 

the results in memory (although it may spill to disk through a temporary table space). 

The index-scan REORG method requires the explicit use of the INDEXSCAN keyword; it 
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does not use a sort because it follows the order of the index and fetches the records in the 

original table for each RID in the index. 

A non-re-clustering REORG TABLE operation and a REORG TABLE operation through 

index-scan processing, requires an extra pass of the table in order to build the 

compression dictionary, while scan-sort processing does not. Therefore, the default 

REORG scan-sort processing should usually complete the reorganization and dictionary 

creation quicker. If the table is sparsely populated, then a re-clustering REORG TABLE 

operation using index-scan processing will be faster than scan-sort processing. Moreover, 

an index-scan REORG TABLE operation can be beneficial when indexes are highly 

clustered and there are not enough sort resources available in the system (memory and 

temporary space) in which a scan-sort would spill.  

Do not specify an index on the REORG command when compressing tables unless re-

clustering is required. This will avoid the extra processing and sort resources it takes to 

re-cluster the table and minimize the time it takes to perform the compression. 

The quality of a compression dictionary is based on the data used to create it. When 

reorganizing a table to compress it, all the table data is sampled as part of the dictionary 

building process. Instead of reorganizing an entire table, consider using DB2 sampling to 

build a smaller copy of the table. This smaller table can then be reorganized and 

compressed. The data from the original table can then be loaded into this new version of 

the table and that data will be compressed with the dictionary that was just built. This 

method avoids the need to completely reorganize a table in order to compress a table. 

For example, rather than reorganizing all of a table T1 to compress it, the following 

example creates a table T2 which is created in a new table space enabled for large RIDs, 

TABLESPACE_B. DB2 Bernoulli or row sampling is used to insert a 10 percent sample of 

data from T1 into T2. Then, T2 is reorganized to build the compression dictionary. All the 

data from T1 can then be loaded into the new, compressed version of this table 

CREATE TABLE T2 LIKE T1 IN TABLESPACE_B; 

DECLARE LOAD_CUR1 CURSOR FOR SELECT * FROM T1 TABLESAMPLE 
BERNOULLI(10); 

LOAD FROM LOAD_CUR1 OF CURSOR INSERT INTO T2; 

REORG TABLE T2 RESETDICTIONARY; 

DECLARE LOAD_CUR2 CURSOR FOR SELECT * FROM T1; 

LOAD FROM LOAD_CUR2 OF CURSOR REPLACE INTO T2; 

This technique is called copy and rename. Once the new compressed table copy is 

completed, then rename the original table to an alternate name and rename the new table 

to the current or active name. This renaming approach only takes seconds and avoids 

long outages when implementing compression against large tables. Once completed, the 

old table(s) and table space can be dropped 
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Test results demonstrate that compression rates achieved by building a dictionary on a 10 

percent sample of the entire data set were almost as good as building the dictionary 

using the data from the entire table. Creating the dictionary based on 10 percent of the 

data saved over 50 percent of the total time required to load and reorganize the tables.  

Refer to the “Best Practices for Minimizing Planned Outages” white paper for related 

information. This white paper and other best practices white papers are available at the 

DB2 Best Practices website at http://www.ibm.com/developerworks/db2/bestpractices/. 

http://www.ibm.com/developerworks/db2/bestpractices/
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Mitigate the use of table reorganization 
Instead of reorganizing a table offline in order to create the compression dictionary, an 

alternative way to create and insert the dictionary into the table exists by using the 

INSPECT command. To use this approach, ALTER the table to set the table COMPRESS 

attribute to YES and then execute the INSPECT ROWCOMPESTIMATE command. 

During this operation, the table remains on-line. The dictionary is placed within the table 

only if no dictionary pre-exists. Once the compression dictionary exists in the table, all 

subsequent data that is added, is subject to be being compressed but existing rows 

remain uncompressed.  

Once the dictionary exists, you can unload the existing data (say by making use of DB2 

High Performance Unload). When the data is loaded back into the table, it will be 

compressed during the load operation using the compression dictionary. All future 

additions to the data in the table will also respect the compression dictionary and be 

subject to compression. 

In DB2 Version 9.5, you can take advantage of automatic compression dictionary creation 

(ADC). You may have a table that already has more than two megabytes of data pages 

allocated to it when the ALTER TABLE command is used to enable compression and no 

data compression dictionary exists in the table. In this case, once a table is enabled for 

compression, the compression dictionary is created the next time the table grows (i.e. 

when a new data page is allocated to the table). If you are creating a new table and have 

enabled it for compression as part of the CREATE TABLE statement, it may be some time 

before there is sufficient data in the table to automatically create the compression 

dictionary. The actual time the data compression dictionary is created will vary 

dependent on the amount of data added to the table. When automatically creating a 

dictionary, a short delay may occur during a table growth operation due to the creation 

of the compression dictionary. 

With ADC, an offline reorganization of the table or the running of the INSPECT utility is 

not required to create the compression dictionary. 
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Monitor compression effectiveness  
In DB2 Version9, five new columns have been added to the catalog views 

SYSCAT.TABLES and SYSSTAT.TABLES in order to record compression statistics. These 

columns are: AVGROWSIZE, PCTPAGESSAVED, PCTROWSCOMPRESSED, 

AVGROWCOMPRESSIONRATIO, AVGCOMPRESSEDROWSIZE. These statistics are 

updated as part of RUNSTATS processing and are used by the optimizer to assess access 

plan cost. These statistics can be used to monitor compression effectiveness as data 

evolves thereby providing an indication as to whether the current compression 

dictionary should be replaced with a new dictionary based on the current data in the 

table. 

The INSPECT ROWCOMPESTIMATE utility is able to generate the compression savings 

you could expect to achieve if you actually compressed a table. This savings is reported 

as the percentage of pages saved. You can use this utility to determine whether resetting 

the dictionary would be worthwhile.  

In DB2 Version 9.5 you should use the SQL administration function 

ADMIN_GET_TAB_COMPRESS_INFO to monitor your compression savings. This 

function is capable of returning detailed compression information at the time the 

compression dictionary was created (when using ‘REPORT’ mode) or to see information 

on the savings possible with the compression of data in the table as it currently exists 

(when using ‘ESTIMATE’ mode). 

Through the use of ADMIN_GET_TAB_COMPRESS_INFO (when using ‘ESTIMATE’ 

mode) coupled with RUNSTATS data, you can monitor the effectiveness of data 

compression in a table over time.  

Depending on your database environment, you may want to check each distributed 

database partition or range partition to confirm that the data compression dictionary for 

that partition is continuing to be effective when compressing data.  

SQL access plans may change as a result of using compressed tables. The formatted 

output generated by the db2exfmt command will highlight what tables are compressed 

and you should notice this when you perform plan access comparisons or investigations. 

You may have an existing table that is enabled for row compression and you have 

determined that there is a need to recreate the compression dictionary. You have made 

this determination based on your use of the RUNSTATS command and use of the 

ADMIN_GET_TAB_COMPRESS_INFO table function (when using ‘ESTIMATE’ mode). 

Depending on your environment and situation, you may want to choose between using 

the REORG RESETDICTIONARY command (with the copy and rename approach 

discussed earlier) and using unload followed by reloading to compress the data in the 

table.  
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Reclaiming table space allocated space 
Using the compression methods discussed in this document, we can reduce the size of 

individual tables within the database. If you are using DMS table spaces there may be 

additional considerations when it comes to physically reducing the size of your table 

spaces. 

After you compress tables, the high water mark (HWM) for the DMS table space may still 

reflect the maximum space that has been allocated. As such, the HWM would need to be 

adjusted lower in order to free up the additional saved space so that your DMS table 

spaces can be reduced in size. If addressing table growth is your prime consideration, 

then reducing the size of your table spaces is not a factor. 

It is good to understand what the HWM is and what influences it. The HWM is the page 

number of the highest allocated page in a DMS table space. How your tables are stored 

within the table space and how you compress the tables affects the HWM. 

The HWM can be increased when you perform an offline reorganization of a table within 

the DMS table space where the table resides. The process of reorganization requires a 

shadow copy of the data. If the shadow copy is built within the table space that the table 

resides (that is, no USE clause on the REORG TABLE command), then new extents must 

be allocated or assigned within the table space. These shadow copy extents can extend 

the HWM if there are an insufficient number of extents that exist as freed below the 

current HWM. Freed extents below the HWM would be the result of operations such as 

drop table, table truncation operations (IMPORT/LOAD REPLACE) and table 

reorganization operations (with or without compression).  

If there are no free extents below the HWM, then the only way to reduce the HWM is to 

drop the object that is holding it up. Any type of extent can hold the HWM. Whether the 

HWM can be lowered, and the means by which it can be lowered, depends on the type of 

extent holding the HWM. 

The report generated by db2dart /DHWM command will detail what type of extent is 

holding the HWM and state whether the HWM can be lowered. The db2dart /LHWM 

command lists the steps that can be taken to lower HWM. The only impact to the system 

is I/Os that may result from reading the meta-data information from the table space that 

these commands are directed against. 

If there is a DMS table data object holding up HWM then an offline reorganization of the 

table within the DMS table space where the table resides can be used to lower the HWM 

if enough free extents exist below the HWM to contain the shadow copy. If a DMS index 

object is holding up the HWM, reorganizing the index may be able to reduce the HWM 

but the index may need to be dropped and recreated. 

Separate large tables into their own table space 
If it is possible in your environment, separate your large tables into their own table space 

before attempting to compress those tables. 
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Reorganize the table using a temporary space for the shadow copy by specifying the USE 

clause. Alternatively, you can use the copy and rename table approach when 

compressing large tables within DMS table spaces. This eliminates any impact to the 

HWM. 

Many tables in a table space  
If you have table spaces that contain several tables, consider the following recipe for 

implementing compression: 

1. Alter the database managed table space (DMS) from REGULAR to LARGE to 

take advantage of the large row identifiers (RIDs). Large RIDs result in more data 

being stored per page. 

2. Alter the tables in the DMS table space to COMPRESS YES and VALUE 

COMPRESSION. (See elsewhere in this paper for information on VALUE 

COMPRESSION.) 

3. Reorganize within the table space starting with the smallest table first using a 

temporary table space and RESETDICTIONARY options. By reorganizing within 

the table space that the table resides in, the HWM is grown the least and the 

space freed within the table space and below the HWM is available for the next 

table reorganization to use. 

4. Run the DB2 LIST TABLESPACES SHOW DETAIL command. This command 

converts all pending free extents to free and is required to recover the space. 

5. Do a second set of table reorganizations inside the table space (that is, no USE 

clause on the REORG command). Again, run the REORG TABLE command on 

the tables from smallest to largest. 

6. Run the DB2 LIST TABLESPACES SHOW DETAIL command to convert all 

pending free extents to free. 

7. Alter the table spaces to reduce the size of the containers to recover disk space.  

Step 3, can alternatively be replaced with the copy and rename approach and this would 

eliminate steps 4 through 7. 

3. Use the copy and rename table approach when compressing large tables in a 

DMS table space. This approach is to create a new DMS LARGE table space, a 

new table and new indexes, copy the data from the current table to the new table, 

and to implement compression on the new table. Then rename the current table 

to an alternate name and rename the new table to the current name. Repeat with 

the next table in the table space. Once completed, the old table and table space 

can be dropped. 
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Additional types of compression 
Since DB2 Version 8, DB2 products have had other types of compression:  

• There is NULL or value compression where the storage space for nulls and 

system-defined defaults can be compressed. 

• There is backup compression to reduce the size of backup images on storage 

media. 

If you have already implemented one or both of these other types of compression before 

considering row compression, there is no difficulty with adding row compression. If, 

however, you have not already implemented either of these other types of compression, 

and you are going to use row compression, then there might not be an advantage to also 

using these types of compression after implementing row compression. 

NULL or value compression 
NULL and default value compression was introduced in DB2 Version 8. It uses an 

alternate internal row format to optimize the storage required for NULL values or zero-

length values in variable length columns as well as system default column values. A table 

with many column values equal to the system default values, or NULL, would benefit 

from the new row format. For further details please see, 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.db

obj.doc/doc/c0007306.html 

Deep compression is compatible with tables that have been enabled for NULL and 

default value compression. 

If you are not yet using NULL and default value compression nor table compression, the 

largest reduction in table storage comes from the use of table compression but NULL and 

default value compression can also further optimize the savings. The improvement in the 

value of the compression depends on the nature of the data itself. A test in your 

environment to note the storage benefits of each feature alone and then in combination 

may be worthwhile. 

Backup compression 
Since deep compression reduces the size of your database tables, the overall size of your 

database footprint is therefore reduced. A smaller database not only means that your 

backup image will be smaller, but also the time it takes to perform your backup will be 

shorter. Restoring your database will be faster since the backup images are smaller. 

As of DB2 Version 8, it is possible to compress a backup image (database or table space) 

by using the COMPRESS clause on the BACKUP DATABASE command. With the 

introduction of deep compression in DB2 Version 9, is database backup compression still 

worthwhile? 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0007306.html
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0007306.html
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Backup compression alone will result in the smallest backup image possible because it 

compresses all the data in a database. That is, in addition to user table data, data objects 

such as catalog tables, index objects, LOB objects, auxiliary database files and database 

meta-data are all compressed by backup compression. 

Backup compression can, however, be an expensive operation. As such, it may be 

sufficient to just use table compression to achieve a dramatic reduction in your backup 

storage requirements. As a rule of thumb, only use backup compression if storage 

optimization is of higher priority than the extra time it takes to complete the backup of all 

the data in the database.  

If your table space configuration is such that your data objects are separate from the 

index and LOB, LONG, and XML data and you have used table compression on the 

majority of your data tables, then the best practice is to only use table space backup 

compression on the table spaces that do not have compressed user table data.  
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Best Practices 

• Carefully choose candidate tables for compression. 

• Estimate compression ratios to decide which tables to compress. 

• Understand and choose a specific approach to compressing your 

tables. 

• Do not cluster data during table reorganization unless required. 

• Mitigate the use of table reorganization through automatic 

dictionary creation. 

• Monitor and gauge effectiveness of compression using statistics. 

• Use db2dart to assist in lowering the table space high water mark 

(HWM). 

• Assess the value of implementing other types of compression 

within your environment. 
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Conclusion 
Deep compression can significantly reduce current and future storage requirements and 

can improve performance, especially in the common case where the database system is 

I/O bound. In conjunction with other compression features, it is not difficult to realize the 

significant cost savings and performance benefits of using deep compression. 
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Further reading 
Other documentation with information on compression you might be interested in: 

• DB2 Best Practices http://www.ibm.com/developerworks/data/bestpractices/ 

• DB2 9 for Linux, UNIX, and Windows manuals http://www-

1.ibm.com/support/docview.wss?rs=71&uid=swg27009552 

• Automatic compression dictionary creation in the DB2 9.5 Information Center: 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.a

dmin.dbobj.doc/doc/c0052331.html 

• Space compression for tables in the DB2 9.5 Information Center: 

http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.a

dmin.dbobj.doc/doc/c0007306.html 

• Row Compression in DB2 9.5: Analysis of a DSS Database Environment (Victor 

Chang, et. al): http://www.ibm.com/developerworks/db2/library/long/dm-

0610chang/ 

• IBM Database Magazine, 2007 Volume 12 Issue 3; Distributed DBA: DB2 Deep 

Compression (Roger E. Sanders): 

http://www.ibmdatabasemag.com/showArticle.jhtml?articleID=202400439 

• IBM Database Magazine, 2008 Volume 13 Issue 1; Distributed DBA: DB2 Deep 

Compression Part 2 (Roger E. Sanders): 

http://www.ibmdatabasemag.com/showArticle.jhtml?articleID=206800834 

• An Experts Guide to DB2 Technology (Chris Eaton): 

http://blogs.ittoolbox.com/database/technology 

• Deep Dive into Deep Compression presentation: 

ftp://ftp.software.ibm.com/software/data/db2/9/labchats/20070927-slides.pdf 

• DB2 Compression Estimation Tool; DB2 Storage Optimization ROI Calculator; 

2006: 

http://www.idug.org/wps/wcm/resources/file/eb3fa54d1b1cba9/DB2%20Compre

ssion%20Estimation%20and%20ROI%20Tool.pdf 

• IBM DB2 deep compression brings operational savings to SAP customers: 

http://www-306.ibm.com/software/sw-

library/en_US/detail/U818463W48295S49.html 

• DB2 High Performance Unload utility: http://www-

306.ibm.com/software/data/db2imstools/db2tools/db2hpu/ 

http://www.ibm.com/developerworks/data/bestpractices/
http://www-1.ibm.com/support/docview.wss?rs=71&uid=swg27009552
http://www-1.ibm.com/support/docview.wss?rs=71&uid=swg27009552
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0052331.html
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0052331.html
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0007306.html
http://publib.boulder.ibm.com/infocenter/db2luw/v9r5/topic/com.ibm.db2.luw.admin.dbobj.doc/doc/c0007306.html
http://www.ibm.com/developerworks/db2/library/long/dm-0610chang/
http://www.ibm.com/developerworks/db2/library/long/dm-0610chang/
http://www.ibmdatabasemag.com/showArticle.jhtml?articleID=202400439
http://www.ibmdatabasemag.com/showArticle.jhtml?articleID=206800834
http://blogs.ittoolbox.com/database/technology
ftp://ftp.software.ibm.com/software/data/db2/9/labchats/20070927-slides.pdf
http://www.idug.org/wps/wcm/resources/file/eb3fa54d1b1cba9/DB2 Compression Estimation and ROI Tool.pdf
http://www.idug.org/wps/wcm/resources/file/eb3fa54d1b1cba9/DB2 Compression Estimation and ROI Tool.pdf
http://www-306.ibm.com/software/sw-library/en_US/detail/U818463W48295S49.html
http://www-306.ibm.com/software/sw-library/en_US/detail/U818463W48295S49.html
http://www-306.ibm.com/software/data/db2imstools/db2tools/db2hpu/
http://www-306.ibm.com/software/data/db2imstools/db2tools/db2hpu/
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• IBM Database Magazine, 2005 Volume 10 Issue 4; High Performance ETL (Roger 

Deng): 

http://www.ibmdatabasemag.com/story/showArticle.jhtml?articleID=173600267 

• IDUG Solutions Journal Spring 2007 Volume 14, Number 1: “What Can DB2 9 

Data Compression Do For You” 
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Notices 
This information was developed for products and services offered in the U.S.A. 

IBM may not offer the products, services, or features discussed in this document in other 

countries. Consult your local IBM representative for information on the products and services 

currently available in your area. Any reference to an IBM product, program, or service is not 

intended to state or imply that only that IBM product, program, or service may be used. Any 

functionally equivalent product, program, or service that does not infringe any IBM 

intellectual property right may be used instead. However, it is the user's responsibility to 

evaluate and verify the operation of any non-IBM product, program, or service. 

IBM may have patents or pending patent applications covering subject matter described in 

this document. The furnishing of this document does not grant you any license to these 

patents. You can send license inquiries, in writing, to: 

IBM Director of Licensing 

IBM Corporation 

North Castle Drive 

Armonk, NY 10504-1785 

U.S.A.  

The following paragraph does not apply to the United Kingdom or any other country where 

such provisions are inconsistent with local law: INTERNATIONAL BUSINESS MACHINES 

CORPORATION PROVIDES THIS PUBLICATION "AS IS" WITHOUT WARRANTY OF ANY KIND, EITHER 

EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, THE IMPLIED WARRANTIES OF NON-

INFRINGEMENT, MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE. Some states do 

not allow disclaimer of express or implied warranties in certain transactions, therefore, this 

statement may not apply to you. 

Without limiting the above disclaimers, IBM provides no representations or warranties 

regarding the accuracy, reliability or serviceability of any information or recommendations 

provided in this publication, or with respect to any results that may be obtained by the use of 

the information or observance of any recommendations provided herein.  The information 

contained in this document has not been submitted to any formal IBM test and is distributed 

AS IS.  The use of this information or the implementation of any recommendations or 

techniques herein is a customer responsibility and depends on the customer’s ability to 

evaluate and integrate them into the customer’s operational environment. While each item 

may have been reviewed by IBM for accuracy in a specific situation, there is no guarantee 

that the same or similar results will be obtained elsewhere. Anyone attempting to adapt 

these techniques to their own environment do so at their own risk.   

This document and the information contained herein may be used solely in connection with 

the IBM products discussed in this document. 

This information could include technical inaccuracies or typographical errors. Changes are 

periodically made to the information herein; these changes will be incorporated in new 

editions of the publication. IBM may make improvements and/or changes in the product(s) 

and/or the program(s) described in this publication at any time without notice.  

Any references in this information to non-IBM Web sites are provided for convenience only 

and do not in any manner serve as an endorsement of those Web sites. The materials at 

those Web sites are not part of the materials for this IBM product and use of those Web sites is 

at your own risk. 

IBM may use or distribute any of the information you supply in any way it believes 

appropriate without incurring any obligation to you. 

Any performance data contained herein was determined in a controlled environment. 

Therefore, the results obtained in other operating environments may vary significantly. Some 

measurements may have been made on development-level systems and there is no 

guarantee that these measurements will be the same on generally available systems. 

Furthermore, some measurements may have been estimated through extrapolation. Actual 

results may vary. Users of this document should verify the applicable data for their specific 

environment. 
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Information concerning non-IBM products was obtained from the suppliers of those products, 

their published announcements or other publicly available sources. IBM has not tested those 

products and cannot confirm the accuracy of performance, compatibility or any other 

claims related to non-IBM products. Questions on the capabilities of non-IBM products should 

be addressed to the suppliers of those products. 

All statements regarding IBM's future direction or intent are subject to change or withdrawal 

without notice, and represent goals and objectives only. 

This information contains examples of data and reports used in daily business operations. To 

illustrate them as completely as possible, the examples include the names of individuals, 

companies, brands, and products. All of these names are fictitious and any similarity to the 

names and addresses used by an actual business enterprise is entirely coincidental. 

COPYRIGHT LICENSE: 

This information contains sample application programs in source language, which illustrate 

programming techniques on various operating platforms. You may copy, modify, and 

distribute these sample programs in any form without payment to IBM, for the purposes of 

developing, using, marketing or distributing application programs conforming to the 

application programming interface for the operating platform for which the sample 

programs are written. These examples have not been thoroughly tested under all conditions. 

IBM, therefore, cannot guarantee or imply reliability, serviceability, or function of these 

programs. 

Trademarks 
IBM, the IBM logo, and ibm.com are trademarks or registered trademarks of International 

Business Machines Corporation in the United States, other countries, or both. If these and 

other IBM trademarked terms are marked on their first occurrence in this information with a 

trademark symbol (® or ™), these symbols indicate U.S. registered or common law 

trademarks owned by IBM at the time this information was published. Such trademarks may 

also be registered or common law trademarks in other countries. A current list of IBM 

trademarks is available on the Web at “Copyright and trademark information” at 

www.ibm.com/legal/copytrade.shtml  

Windows is a trademark of Microsoft Corporation in the United States, other countries, or 

both. 

UNIX is a registered trademark of The Open Group in the United States and other countries. 

Linux is a registered trademark of Linus Torvalds in the United States, other countries, or both. 

Other company, product, or service names may be trademarks or service marks of others. 


